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Abstract

Integration of heterogeneousdata typesis a challenging problem, especially in biology, where the
number of databases and data types increase rapidly. Amongst the problems that one has to face
are integrity, consistency redundancy, connectivity, expressivenessand updatabilit y. Here we presert a
system (Biozon) that addressesheseproblems, and o ers biologists a new knowledgeresourceto navigate
through and explore. Biozon unies multiple biological databasesconsisting of a variety of data types
(such as DNA sequences,proteins, interactions and cellular pathways). It is fundamentally dierent
from previous e orts as it usesa single extensive and tightly connected graph schema wrapped with
hierarchical ontology of documents and relations. Beyond warehousing existing data, Biozon computes
and storesnovel derived data, such as similarit y relationships and functional predictions. The integration
of similarit y data allows propagation of knowledge through inference and fuzzy seardes. Sophisticated
methods of query that span multiple data typeswere implemented and rst-of-a-kind biological ranking
systems were explored and integrated. The Biozon database is accessiblethrough an advanced web
interface that supports complex queries, \fuzzy" seardes, data materialization and more, online at
biozon.org .

1 Intro duction

High throughput technologiessudc as microarrays and massspectrometry, as well as fast sequencingtech-
nigues produce biological data at an ever increasing rate. The sheervolume of new data exposesnew
processesand complex phenomenain biological systems. Consequetly, the focusis shifting from exploring
single moleculesto complexesof moleculesor pathways involving multiple proteins and other subcellular
agerts. Often, the study of oneertity is tightly coupledto the study of other, related ertities. For example,
by studying individual proteins we wish to better understand their role in cellular processesand by study-
ing cellular processeswe hope to better understand cellular \computations”, and to gain insight into the
functions of the constituent molecules.

With the constart ow of new data, biological data analysis becomesa major challenge. The massiwe
amount of available data rules out comprehensie experimental researt of all known proteins, pathways
and other biological ertities. In this view, advanced and automatic tools to organize and analyze this data
becomea necessiy. Acknowledging this need more than two decadesago, e orts have been made at col-
lecting and storing biological data on digital media, and today there are many databasesthat warehouse
a variety of biological knowledge. Someare collections of fundamertal biological ertities and annotations,
such asthe protein sequencealatabasesSwissProt[Bairoch and Apweiler, 200Q and PIR[George et al., 1996
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or the Gerbank database of DNA and RNA sequencegBensonet al., 1999. Databasesof protein inter-
actions such as BIND[Bader et al., 2007 or DIP[Xenarios et al., 200] provide insight into the basic pro-
cessexf the cell, while sourcessuch as the metabolic pathway databasesEcoCyc[Karp et al., 2003 and
KEGG[Ogata et al., 1999 describe systemsthat are comprised of these basic processesand other cellular
agerts. This is ajust a short list of the many biological databasesthat are available today (seeNAR database
issueat nar.oxfordjourna Is .org).

Existing databasesare typically highly focused,containing raw data of a speci ¢ type and annotations
from recert sciertic researd and publications. However, entities that are stored in di erent databasescan
be strongly related and mutually dependert on ead other, and to fully understand the role of an individual
ertity one hasto know which and how other ertities are related to it. For example, the function of genes
dependson their broader biological context: their relations to other genes,the set of interactions they form,
the pathways they participate in, their subcellular location, and so on. Similarly, the cellular function of a
pathway is a function of its constituent genes. Utilizing this interrelated information is key to an e ective
and accurate analysis of biological ertities.

To retrieve the broader context of an ertity, a biologist usually hasto seard multiple databases,facing
seweral obstacles. Most of the data in these databasesis publicly available as semi-structured text les or
custom web interfaces, and to obtain the relevant data one hasto query eath databaseindependerily and
then unify this knowledgeinto a consistert and non-redundart set. This task is time-consuming and can be
surprisingly dicult. Existing databasesuse explicit referencesby accessionnumber or a mutual ontology
to identify ertities, and while somedatabasesrelate and crosslink elemerns from other databaseshasedon
theseidenti ers, this information is very partial and is not readily available. Moreover, these links are not
always establishedin coordination with the other linked databases. With the source databaseschanging
rapidly, this leadsto problems of consistencyand updatabilit y. While possiblemanually on a small scale(for
a given protein or interaction, for example), data integration is a major challengefor anything that involves
more than a few individual entities.

The problem of data integration is most pronouncedwhen querying data. Given the distributed nature
of the sourcedata, and the lack of structured medcanismsfor forming cross-linksbetweenthem, it is di cult
to query this wealth of data in ways that canbene t and exploit the mutual dependencybetweenertities. In
this view, there is a growing needto corroborate and integrate data from di erent resourcesand aspects of
biological systemsand to construct auni ed biological knowledgeresource.A gold standard of biological data
integration should allow oneto seean instance of such data in its full biological context. More importantly
it would allow for complex searthesthat span multiple data typesfrom a heterogeneousset of sourcesand
allow for arbitrary computations on that data.

Integration of biological databaseshas beenan ongoing researt problem. There are seweral approaches
and degreeof freedomin designinga practical system,asdetailedin [Davidson et al., 1995 Spaccapietraet al., 1993,
including the degree of federation and the choice of warehoused, instantiated data vs. views on dis-
tributed, independen sources. Current methods dier greatly in their aims and scope. As was noted
in [Hernandezand Kambhampati, 2004, solutions in this area can be generally classi ed into three main
categories: portal, mediator, and warehouse. Portal oriented systemsare mainly navigational. These sys-
tems perform fast, indexed keyword seardes over a at set but do not actually integrate the data it-
self and relationships between data items in thesetend to be link driven. Examples of such systemsare
SRS |[Etzold and Argos, 1993 and Entrez [Schuler et al., 1996. Mediator oriented systemsuse a mediated
schema and/or wrappers to distribute queries amongst di erent sources,integrating the information in a
middle layer. Examples are DiscoveryLink [Haaset al., 2007, BioMediator [Mork et al., 2001, TAMBIS
[Baker et al., 1998, OPM [Chen and Markowitz, 1995 and others [Davidson et al., 2001, Chen et al., 2003
Gupta et al., 2000 Wilkinson and Links, 2002 Haaset al., 200J. These systemsprovide a qualied medi-
ated schema onto which sourcesare mapped, or a single interface or language for accessand operations
on data from heterogeneoussources,such as CPL [Wong, 1995 or sSQL. However, e ciency, speed, and



data availability are major issueswith all mediated solutions. This is a substartial drawbadk when such
performance criteria are signi cant. Large joins in particular are almost always guaranteed to be slow
in non-warehousedervironments, and unfortunately these are usually important when executing complex
queries over large result sets. Warehouseoriented systemsintegrate data into a locally warehousedenvi-
ronment. This is the category that Biozon belongsto, and it includes a few other e orts such as GUS
[Davidson et al., 2007 and its derivatives[CBIL, 2004. Warehousesystemsenable more cortrol over query
optimization and execution, and allow data manipulation and exploration to an extent that is not possible
with other approaches (a detailed discussionon related studies appearsin the 'Supplemertary Material',

section 12).

While a great rst step to increasingthe utilit y of the available data, currently existing methods are
not entirely complete. To the best of our knowledge, no current solution implements integration to its full
extent such that the overlapping nature of the data is addressed. Indeed, most existing solutions achieve
\horizontal integration”, which treats data sourcesas mostly complimentary, and ignores issuesthat are
assciated with data aggregation [Hernandezand Kambhampati, 2004. Our challenge was to dewelop a
database infrastructure that addressesall the aforemertioned issuesand that considersthe overlapping
nature of data such asto exposethe broader biological context of entities. Furthermore, our goal was to
design a system that enablesmethods of complex query and navigation, including realtime execution of
\fuzzy" queriesthat rely on similarity relations and ranking enginesthat exploit high-order structure in
the data. In the next sectionswe lay out the main elemers of Biozon. We start with a description of the
data model and designchoices,and follow with our speci ¢ integration methodology. With these principles
established,we cortinue on to discusscurrent applications such as complex and fuzzy querieson the graph
data, graph topologies, and analysis of graph edgesthat allows for ranking of seard results. Lastly, we
conclude with a brief mertion of our implementation, discussion,and identify areasfor future researt or
added capability.

2 The Biozon Iinfrastructure

2.1 Strategic design

There are at least two degreesof freedom when designing a system for data integration: Where and how
the data is accesseda view over external federated sourcesvs locally stored, instantiated data), and the
speci cit y of the overall schema(loosevs. tight highly-structured schema). The combination of atightly inte-
grated schemawith locally instantiated data producesthe greatestbene ts [Davidson et al., 1999, although
at the added cost of storage and maintenance. Practically, complex searhesand large scale computations
on live and changing data are only feasiblewith a tightly integrated schemawhere data from all sourcesare
presert in a single location. Since our goal was to be able to store the results of expensive computations
on sourcedata as well as allowing advanced seard and navigation acrossdata types, we were compelled to
adopt such a scheme.

There are seweral main elemeris that guide our design. We seeka data model that (1) tightly integrates
multiple data types(2) that can be easily expandedto represen new data types(3) that is consistert with
the source databases,and (4) that is highly expressiw, allowing complex seartes and data propagation.
Additionally , the model needsto be simple enough such that it can be relatively easily implemented and
extended, and shared by the sciertic community.

2.2 Data model

There are two common approaches toward represetiing heterogeneoushiological data. The rst relies on
hierarchical models [Ashburner et al., 2000 Wilkinson and Links, 2003 while the other on graph models
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Figure 1: Do cumen t instances . Abbreviated instances of an amino acid sequence(protein object) and a SwissProt descriptor
related together by the 'describes’ relation, where e = (67097774, 896854)

[Ogata et al., 1999 Karp et al., 2003. Hierarchical models have the advantage that ertities can inherit

properties from the parent types, thus simplifying maintenance and expandability. These structures are
also more amenable for certain types of seardes and are conceptually easierto comprehend becauseof
the way knowledgeis delineated, classi ed and ordered. However, hierarchical represertation cannot fully

encompasshe complexity obsened in biological systems. A simple example is the geneontology database
[Ashburner et al., 2000 that was created by experts, in an attempt to standardize the nomenclature used
for functional annotations of biological ertities. Despite the overall hierarchical structure, many ertries in

this classi cation deviate from the traditional tree hierarchy, and possesmultiple parents, thus mitigating

some of the advantages assaiated with strictly hierarchical models. Graph models, on the other hand,
are more generaland can describe complex structures with di erent types of dependenciesother than just
child-parent. Interrelated life sciencesdata is especially well suited to being represened as a graph, asis
evidencedby projects such as KEGG [Ogata et al., 1999 or MetaCyc [Karp et al., 2003.

In this view, we choseto employ a synergistic approac and basethe Biozon infrastructure on a combina-
tion of a more expressiw core graph model supported with a classhierarchy imposedon ead graph elemen.
Thesetwo componerts sene to characterize di erent aspects of our system (global structure of interrelated
data vs. the nature of individual data ertities). The combined approach provides a exible solution that
can be adjusted in multiple ways to best describe arbitrary biological ertities. Each biological ertity can be
expressedand characterized by either intro ducing more constraints on its nature in the hierarchy or on the
structure of its relations to other ertities on the graph.

2.3 Graph model: logical structure and schema design

The data in Biozon is represerted as a graph in a designthat has parallels to an entit y-relationship model.
In the data graph , ead node represens someentity (e.g. a protein sequencea pathway or a descriptor
document) and an edge between two nodes represerts a relationship between them. We use the term
document to refer to a graph node, and the term relation to refer to a graph edge. Formally, = (V;E)
whereV = fvy;vy:::g is the set of all nodes (documerts) in the graph, and E = fe;;e:::g is the set of all
edgest V V.

Documerts as graph nodes are a fundamertal unit of data in the Biozon database. Every documernt
cortains set of attribute-v alue pairs that represert some unit of biological data, and ead documert is
assigneda globally unique identi er called a doclID. Relations are the edgesthat connectthe documerts of
the data graph, and likewisemay have attributes that de ne and re ne the nature of the relation. Relations
in Biozon are directional, consisting of a referring document and a referred document. A relation
e between referring documernt v; and referred documert v, can thus be represeried as an ordered pair
e = (vi1;V2). Figure 1 shows an example of documern instancesconnectedby a relation on the graph. Data
from any given sourceis represerted in Biozon as a set of nodes and edgeson the Biozon graph. Figure
1, for example, could indicate how a single SwissProt documert is instantiated on the Biozon graph as two
related documerts.

While simple and straightforward, the graph represenation is amenableto special operators and e cien t



graph algorithms that can be usedin data integration, mapping, propagation, and updates, as is discussed
in the next sections. Moreover, this structure can be easily expandedand it is conducive to seartesand
queriesthat span multiple data typesthat are related together through graph edges.

2.4 Hierarc hical Classication and Semantics

The hierarchical elemen of our model is implemented asa partial order over documerts (nodes)and relations
(edges)that serwe to organize domains of knowledgeinto classesand subclassesto aid in the developmert
of new classesand to simplify maintenance protocols.

Document types and document classi cation

There are dierent types of documerts in Biozon, as listed in Table 1. To de ne the biological context
of documerts we construct a documert classi cation hierarchy that corresponds to di erent domains of
knowledge. Every classof documerts represerts a distinct data type or a generalizeddata type, and every
documert is classi ed at somelevel of this hierarchy (Figure 2) basedon its meaning, content or origin. Every
classin the hierarchy tree relatesto its parent through an “is a' relationship, and inherits the properties of
its ancestorclass(for example, its set of attributes). The inheritance also allows sharing functional elemeris
with ancestordocumert types. One such exampleis object comparisonoperators, as discussedin Section 3.

Document type Representation Atomic units
protein sequence string amino acids
nucleic acid sequence  string nucleic acids
protein family set proteins
pathway set protein families
domain ordered pair sequencecoordinates
domain family set domains
interaction set proteins, nucleic acids
descriptor text characters
structure list 3D coordinates
unigene cluster set nucleic acids (ESTs)

Table 1: Document types in Biozon . Each type is represented di erently in Biozon's implementation. Each representation
may be decomposed into a number of atomic units for the purpose of comparison.

The set of classesare determined by structural or semartic di erences between the data represerted
in each graph part. We de ne the root node of the documert classhierarchy to be simply a "Documert'.
The root Documert classhas three attributes which are inherited by all other subclassesnamely “docID’,
“timeline' and “marked'. The doclID is globally unique identi er, while timeline is an attribute that indicates
the relevant time frame of the documert®. The third attribute (‘marked’) is usedaspart of the maintenance
protocols when deleting documerts, and is discussedin the Supplemenary Material (section 11.4).

The rst and perhaps most fundamental class di erence between documerts as visible in Figure 2 is
betweenobjects and descriptors. Ob jects are documerts that de ne a physical entity (e.g. an amino acid
sequence)a logical entity (e.g domain), or a set thereof (e.g. a protein family). They cortain the minimal
set of attributes that is su cien t to de ne their physical properties and distinguish them from other objects
of the samedata type. This hasimportant consequencesn data integration and updates as discussedin
section 3. Descriptors , on the other hand, contain facts, conjecture, measuremets, or other information
that seresto describe someobject in Biozon. The data in descriptors originates from annotation aswell as

1This timeline denes the visible time context of an object on the Biozon graph. Whenever an object is added to the
graph, a timeline is created that starts the moment it was inserted, and extends to in nit y. When it is deleted, the timeline is
ended. This allows viewing snapshots of the database at any speci ed time. The time context only demarcates to a document's
existence in Biozon, and it is not related at all to a dataset's publication date or version number. For more information, please
refer to the Supplementary Material.
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Figure 2: A partial snapshot of the Biozon hierarc hical documen t classication model. A major distinction is made
between descriptors and objects (see text for details). The presenceof a particular classin the hierarchy can arise due to physical
or semantic di erences in the nature of the documents therein. For example, amino acids and nucleic acids are both stored as text
strings in the database and their internal representations are identical (although over di erent alphabets). However, they represent
fundamentally di erent real-world objects and should be classi ed as such. A special subclassof objects is lo cus. This type servesto
localize information with respect to larger objects or to represent e ciently objects that are essentially sub-entities of other existing
objects (for example, a protein domain is a locus with respect to a protein sequence,with specic start and end positions).

raw measuremets suc as expressiondata that is assaiated with an mRNA sequence.Additional levelsin
this hierarchy re ne classesbasedon physical or semartic di erences.

Beyond biological corntext, this classi cation servesadditional purpose,asit can aid in semarnic schema
mapping and integration. It provides a guideline for expanding or re ning the set of possible data types
when integrating new data into Biozon. By traversingthe tree, starting from the root node, one can map an
external data type to the closestsemartically related classand extend the hierarchy accordingly, if needed.

Relation type Referring document  Referred document
manifests protein structure
describes descriptor any object
encodes.nucleic nucleic acid protein
encodes.unigene unigene cluster protein
similarity protein protein
contains.unigene unigene cluster nucleic acid
contains.interaction interaction protein, DNA
contains.pathway pathway enzyme family
contains.enzyme-family ~ enzyme family protein
contains.domain-family ~ domain family domain
comprises.domains domain protein
expresses.unigene unigene cluster tissue
hierarchy.go go term go term
describes.go go term protein

Table 2: Relation typesin Biozon and the documen t typ es they relate.

Relation types and classi cation

Knowing how two documerts are related is just asimportant as knowing that they are related. There are
di erent typesof relations in the Biozon database,listed in Table 2. To organizethis knowledgein a modular
way, we create a classi cation hierarchy on the relations in much the sameway that we did for documerts
(Figure 3), such that the semartics of ead relation is determined by its class. In a similar fashion, we de ne
the root node for this hierarchy to be "Relation’, indicating only the most generalfact that two documerts
are related. This classis assaiated with the attributes ‘referring', “referred’, “timeline' and “authority'. The
authority attribute is important in updates and is discussedin section11.4in the Supplemenary Material.



As with the documert hierarchy, subclassesof relations inherit the properties of their ancestors. Therefore,
thesefour basic attributes are inherited by all relation subclasses.

The main subclassesare logically de ned basedon the type of the objects they relate. Relations of type
“transformation' (encodes, manifests) relate two di erent types of objects such that one is obtained from
the other. Relations of type “cortains' relate an object that is a set to its member objects. “Similar' relates
objects of the sametype, while “descrites'relates descriptorsto the objects they describe. It should be noted
that ead relation holds true in both directions although with di erent semarics. For example, ‘descrikes'
relates a referring descriptor and a referred object together and implies that the descriptor describes the
object. Readin the other direction, an object is described by a descriptor.

As mertioned earlier, relations may have attributes that re ne the nature of the relation. For example,
supposea protein is described by a Gene Ontology term. Most geneontology mappings are assciated with
someevidencecode. In Biozon, this information would be contained asa eld of a relation “describes.go'is
a subclassunder the 'describes’ relation. Likewise,relations are assaiated with attributes that specify the
signi cance and extent of the similarity with respect to the related objects.

Relations
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Figure 3: A partial snapshot of the Biozon hierarc hical relation classication mo del. The primary motivation for the
partitioning of the hierarchy is a di erence in the semantic meaning of relationships between documents. Expansion of this hierarchy
is expected as new relationships are added. Planned additions in the nea future are shown as dashedlines.

It is important to note at this point that the relation hierarchy, the documert hierarchy and the graph
model are all subject to certain perceptions on how biological data should be organized. Unfortunately,
there is no single model that is generally acceptedby all. Our designwas motivated by the goalsthat were
laid out in Section1 and hasmany practical bene ts asexempli ed throughput this paper. The useof three
model elemerts result in a exible designthat in practice has already proved capable of incorporating new
data typesand sustain changes.

Non-redundan t Object-cen tric model

Objects are the backbone of our data graph. Our databaseobjects are direct analogsto physial entities and
sets of entities, sincethese are the essenceof any biological system. Indeed, any object that can be de ned
by its physical properties is represerted as such in Biozon and comprise a non-redundant set based upon
thesephysical “keys'. As an example, considerproteins and their represeration in Biozon. In this case,the
relevant physical property that distinguishes proteins is chosento be the sequenceof amino acids. From
a computational standpoint, this is a natural choice (as sequencesre the basisfor many sorts of analysis,
sudh as sequencecomparison, motif seard and domain analysis) and an e ectiv e way to processlarge and
highly overlapping datasets.

In the samespirit, protein families are ertities that are comprisedof multiple physical objects. Pathways
can be composed of both sets (protein families) and individual physical ertities (specic proteins) and
therefore comply with our de nition of an object aswell.



Central to our approach to data uni cation isthe requiremert that all objectsin Biozon are non-redundart
on their physical keys. We de ne the function object(v) that returns the key that is assaiated with an
object documert v. As an example,in the caseof proteins, object() will return a sequencestring that may
be compared with others to determine equality. The return value can also be a set of documert IDs, for
example when v is an interaction, pathway or a protein family object that are de ned uniquely basedon
their constituents.

The reliance on physical entities and sets of physical ertities as our backbone is especially useful for
data integration sinceit allows unambiguous uni cation of many entities from di erent databasesbasedon
their physical properties, asis discussedin section 3. Such integration alsoresults in a more comprehensie
knowledgeresource,sincecharacteristicsthat have beenidenti ed for a certain object usually pertain to other
objects (e.g. in other species)of identical physical properties. Nevertheless,despite all the advantagesthat
this approad yields, it should be noted that from other viewpoints, ertities of identical physical properties
are not consideredthe sameobject. For example, even 100%identical protein sequencesn di erent species
might have di erent properties. This can be easily resolved by projecting the data graph onto the organism
of choice (seesection8) and future versionsof Biozon will allow oneto view an ertity in its organism-sgeci ¢
cortext, derived through sud projections.

2.5 Source and deriv ed data

A partial overview of the current schemais given in Figure 4 and a summary of the datasetsin Biozon is
givenin Table 3. Much of the data in Biozon is gleanedfrom publicly available databasessuc as SwissProt

PDB, Gerbank, BIND, KEGG, and more. We refer to this type of data as source data. These sources
provide the fundamertal biological objects in Biozon, many of the relationships that exist between objects,

and the annotation that makesit possiblefor humansto understand them?. Deriv ed data encompassesny

data that is produced as the result of a computation or operation over someset of existing data in Biozon,

and is unavailable elsewhere. Currently, derived data available in Biozon consists of similarity relations
betweenprotein sequencesnd protein structures, domain structure of proteins and more (seesection4). A

speci ¢ type of derived data is derived relation. For example, classifying a protein to an Enzyme family is
often basedon analysis of the descriptors assa@iated with that protein. Such an analysis createsa relation

(‘contains.enzyme-family") betweenthe enzymefamily and the protein. In general, a derived relation is of
the form ey = f (), wheref is somefunction that acceptspart of the graph asan input and returns

a relation as output. Derived relations play an important role in data integration in Biozon becausethey

provide a concrete and materialized method of indicating relationships that are otherwise not necessarily
obvious.

3 Data integration

Biozon employs a vertical integration approacdh, such that sourcesare not only incorporated into a single
schemabut are alsointegrated using a non-redundart object-certric model. The implication of this approach
is that data integration entails two major stepsof schema mapping and semariic data mapping. The rst

converts a sourceinto a large graph over the Biozon schema. The secondservesto map overlapping ertities

2To avoid issuesof intellectual property we host only the data that is publicly available, with proper credits and copyright
endorsements. There are some databases that have restrictions on the use and distribution of their data, such as DIP and
HPRD. Data from these sources may be incorp orated into Biozon for research purp osesin-house, but are not allowed to be
viewed by the public. Biozon is able to represent a minimal skeleton of protected data with links to the full details on its
originating source in caseswhere such a scheme is appropriate. To allow certain groups of users to accessprotected data that
they are privileged to, Biozon usesa user account system where dieren t classesof users are mapped to dieren t domains of
data. Each user can belong to multiple user classes,thus maximizing exibilit y in data accessibility.
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(nodes) into a non-redundart set. This design choice has many bene ts asis laid out in this and the next
sections.

3.1 De nitions

The schema level description of Biozon is a skeleton graph as depicted in Figure 4. Formally, schema =
(Cv;Cg), where Cy = fc¥;c);::g is the set of documert classe$ as described in section 2.4 and Cg =
fc}; c5; g is a set of relation classes,such that ead relation classc® 2 Cg relates two documert classes
c® = (c¢';¢) wherec/; ¢/ 2 Cy. We denotethe subsetof object data typesby Co (Co  Cv).

The Biozon data graph is the instance level graph = (V;E) over schema . We denote the class
of a specic instance of a documert v 2 V or a relation e 2 E by class(v) and class(e) respectively.
Each documert must be classi ed to one of the classesCy, i.e. 8v 2 V; class(v) 2 Cy. Similarly,
8e2 E; class(e) 2 Ck.

3.2 Mapping

Each of the sourcesis referred to as a databaseD that is comprised of a set of fundamertal units of data
referred to as recordsor elemens d, such that D = fd;;dy;:::g. Each databasemight usea di erent data
model, and in order to be integrated into Biozon, D must be mapped to somerepresenation in our data
graph . This is a challenging problem, especially sowith the diversedata typesthat are obsenedin biology,
and to that end there are no algorithms that can automatically match an arbitrary schemaover an arbitrary
data model to another schemaover a di erent data model [Rahm and Bernstein, 2001].

We do not employ a single mapping languageto represen the mapping speci cation, but instead de ne
a generic data mapper/loader coupled with speci c data transformation wrappers for ead incorporated

4As an example, Cy = fstructures, interactions, protein sequences,SwissProt documents, ...g



Data Type NR Recad Count  Sources

nucleic acid sequences 42 686 711  Genbank, BIND

protein sequences 2062061 UniProt, GenPept, PDB, BIND ...
protein structures 32637 PDB

interactions 155090  BIND, Biozon (predicted), DIP3
enzyme families 3944 UniProt, PIR, GenPRept, SCOP
pathways 142 KEGG

unigene clusters 185543  NCBI

domain families 181500 InterPro, Biozon(predicted)
sequencealignments 6 000 000 000+ Biozon

structure alignments 8250286  Biozon

non-similarity relations 136 972 705  All

descriptor documents 58 176 040  All

words indexed 1627747755  All

Table 3: Data statistics as of Septem ber 2005. Biozon currently stores extensive information about more than 50,000,000
objects (integrating sequence, structure, protein-protein interactions, pathways and expression data) totaling to over 100 million
documents from severaldi erent databasesas well as from in-house computations, and over 6 billion relations between documents
(including explicit relations between objects, and derived relations based on di erent similarity indices). Up to date statistics are
available from biozon.org

source. We rst analyzethe schemaand semaric meaning of D and transform its data model to create an
equivalent graph schemaschemap that is composedof elemeris of Cy and Cg and thus can be represerted
in our data model. If D cannot be mapped using existing classesof Biozon then the relevant classeshave to
be addedto schema rst 5.

Onceschema, = (CY;CY) hasbeendetermined (whereC% Cy andC2  Cg), weusethese ndings
to construct a transformation function Tp that transforms the data instancesfrom D onto . For example,a
speci ¢ SwissProtentry d that is represenied originally asa at record with seweral attributes is transformed
into a small graph with two nodes and an edge betweenthem (d) = (fvy;vo0;feis 209), where vy is an
amino acid object, v, is a SwissProt descriptor documert that contains all other attributes, and e;5 2 is a
'describes’ relation betweenthem, asexempli ed in Figure 1.

Every elemen d in D hasan analogue (d) We de ne D asthe projection of D onto , i.e. D

is the set of all subgraphs [

D = (d)

d2D

and is the union of all subgraphsfrom all databasesD

[ [

= D = (d)
D D d2D

where set operations over graphsact separatelyon the nodesand the edgesof thesesubgraphs. For example,
Figure 5 demonstratesthe union of seweral subgraphsobtained from seweral di erent sources.

5This step of semartic schema matching is a one-time processthat requires decision making in order to resolve structural
conicts (as discussed in section 11.1 of the Supplementary Material). For any given D, there may exist seweral seemingly
valid ways for it to be represented in However, it is generally desirable to transform D into a form that overlaps with
existing document types in Biozon as much as possible. This is important from the perspective of data richness, as it will
result in a graph that is most tightly interconnected due to such overlaps. For example, consider interactions. In Biozon, an
interaction is represented as a set of objects that interact. There is one node on the graph represerting this set, and all proteins
or nucleic acids that are involved in the interaction have a relation connecting them to the interaction object. In the design
process, seweral alternativ e representations were considered. For example, one alternativ e would be to represert interactions
as “interacts' relation between proteins. The primary disadvantages of this representation is that it would be imp ossible to
represert interactions that involve more than two interactors (e.g. complexes). Another choice may be to keep the knowledge
of interactions in some descriptors of proteins. However, that representation would not exploit the primary advantage of the
Biozon model in encoding biological context in highly connected graph structure.
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Figure 5: Data integration . Individual elementsd from source databasesare translated to their representation in Biozon as per
the transformation function Tp. The graph  resulting from integration of these elements has non-redundant objects, serving to
merge the data from disparate sourcesinto a cohesivewhole. As shown, six recards from GenPept, SwissProt BIND and DIP are
translated into Biozon graph form. Each record is transformed into a set of objects (e.g. Pglp) and descriptas (e.g. Dép). Identical
proteins from SwissProt and GenPept recards, Pslp and Pglp respectively, are instantiated as a single non-redundant protein object P 1

on the graph. Similarly, P2, and PZ, are mapped to a single P2. As a result, the two interaction objects I % (BIND) and 1} (DIP)
are mapped to the same object | 1.

3.3 Semantic data matc hing and the identit y problem

Sincethe sourcedatabasesmight highly overlap it is important to addressthe problem of data redundancy.
Eliminating redundancy is relevant to data consistency as well as database e ciency, both in terms of
the space-usageand computation time. This is important in operations such as protein alignments where
maintaining redundant similarity information would come at great expense of computation and storage
requirements. More importantly, it helpsto corroborate and complete the information that is assaiated
with the samephysical entit y by di erent sourcesthus compiling a more comprehensie and accurate context
for eadh ertity.

Our data model is hon-redundart in the sensethat identical sourcedocumerts (in their Biozon repre-
sertation) are mapped to the samedocumert node in . Consequetly, graph nodesof are frequertly
sharedbetweensources.Formally, we say that two elemeris d 2 D and d°2 D%overlap if (d) = (v;e) and

(d% = (v%e%) andv\ v°6 ;, i.e. there existsa documert v; 2 v and a documert v; 2 vPsud that v; = v;.
In the corntext of data integration and semaric data mapping, the conceptof identit y is particularly relevant
to objects, and the key to our protocols for eliminating redundancy is the equivalence operators used and
the reliance on objects in what we call an object-centric model (this is unlike most databases,where speci ¢
identi ers such as accessiomumbers are usedto identify documerts, not always uniquely). Speci cally, two
documerts v;; v; are consideredidentical if class(vi) = class(vj) = candc2 Co and object(v;) = object(v;).
The notion of identity depends on the object type, and for ead classc we de ne an equality operator

Cc
that is able to determine if two documerts of that type are redundart (v; V). For example:

For strings such as DNA sequence®r protein sequencesa string match operator is usedto determine
identit y.

For setsof physical objects (e.g. interaction), the set-idertit y operator is used.

For arbitrary subgraphs,graph isomorphismis used.

This non-redundart implementation unambiguously and e cien tly relatesdata setstogether through shared
objects. The outcome of such non-redundart integration is exemplied in gure 6. Our data integration
protocolsextend beyond eliminating redundancy betweenphysical objects, and are applied in a more general
form during updates (section 11) to compareall typesof documerts including descriptors.

From a computational standpoint, knowing the physical objects themselesis necessaryand is prereg-
uisite for mapping them onto the Biozon data graph. Unfortunately, many types of source data do not
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include complete object de nitions, and instead cortain only referenceqe.g. DIP [Xenarios et al., 2001, In-
terPro [Apweiler et al., 2001)). To integrate such data into Biozon, it is necessaryto map accessiomumbers
to the physical objects they represent and createrelations basedupon that mapping. This necessiy exposes
many of the problems and uncertainties inherert in using accessiomnumbers or arbitrary identi ers to rep-
resert concrete biological objects. For example, databasessuc as SwissProt and TrEMBL use accession
numbersto referto protein sequenceertries. However, sequencesight changeand still retain their accession
number. When the physical sequencelata is usedby others (such asthe protein domain databaselnterPro )
to derive meta-data, this becomesa major issue. Sincethere is no easyway of tracking the original sequence
ertries that were usedto generatethe meta-data, con icts arise as meta-data that was assiated with a
speci ¢ sequenceentry X may be mapped to a di erent sequenceentry Y basedon the accessiomumber.
To resolve that, InterPro intro ducesCRC64 chedksum codes. However, these merely senwe to indicate that
there isa conict. A non-negligible number of thesecon icts do occur. In response,Biozon employs various
methods to map identi ers to concreteobjects, including retrieval of archived ertries or the useof CRC keys
to seard for possible matches, followed by comparison of the sequenceertries. Becausethese results are
materialized on the data graph, this operation needsto be performed only onceat the onset of integration.

The direct impact of our model and data integration protocolsis clear; It createsa singleresourcewhereby
relationships betweenobjects are explicit and unambiguous. Eliminating object redundancy betweendiverse
sourcesmakesobsenations on their overlapping domains of knowledgee cien t and programatically straight-
forward. For example,a total of more than 4,000,000proteins from seeral databases(including SwissProt
TrEMBL, PIR, GenPept, SCOP, PDB, DBJ, PATAA, PRF and REF) werereducedto a total of about 1.8
million sequencesafter removing exact duplicates. Similarly, about 101,000interactions that were derived
from BIND, DIP and HPRD were uni ed into 76,000unique interactions, using the set-idertity operator 7.

An additional substartial benet is that by integrating annotations from di erent sourcedatabases,an
even more comprehensie resourceof knowledgeis created, sincethe accunulated information from seweral
databasescan compensate for missing information in others. This information is readily available from
a single point of accessin Biozon. For example, consider SwissProt Q7RUO07, which refers to a protein
sequencewith doclD 363051 (We refer to ertities using their unique and stable Biozon “docID'. To view
an entry with docID x, follow the URL biozon.org/Biozo n/Profi le/ x). The de nitions contributed by
di erent sourcesvary, including “Small membrane protein 1' and “cervical canceroncogene9'. This protein
is also de ned in somerecords as "hypothetical protein'. If one were to use these sourcesindividually, the
functional information presen in others is missed. Moreover, data integration can also help to identify and
resolvecon icting annotations betweendi erent databasesasis the casefor SwissProtATPE _RICCN (docID
225475)that is assignedto two di erent enzymefamilies: EC 3.6.3.14(by SwissProt) and EC 3.6.1.34(by
PIR and GenPept). Whether this is a typographical error or a fundamental di erence in characterization is
not known a priori, but both conicting annotations are visible to the user.

Most importantly, data integration serves to expose the broader biological context of an ertity; in-
formation that can be very instrumental in functional analysis. For example, SwissProt RPB9_YEAST
(DNA-directed RNA polymerasell) is linked to no lessthan 56 objects and 21 descriptors, asis depicted in

SInterPro provides data from a number of diverse sources such as PRINTS [Attwood et al., 1999], ProDom
[Corpet et al.,, 1999 and Pfam [Bateman et al., 1999] that identify regions of proteins that represent a particular domain or
functional site. These regions are detected my matching the sequenceagainst a particular signature, such asa regular expression
or hidden Mark ov model. Each of the matching sequencesare referred to by an accessionnumber, and a 64 bit CRC value for
the matching protein sequencesis provided. Of the 4,727,510 mappings provided by InterPro version 8.0, 32,991 failed to match
the corresponding proteins in SwissProt and TrEMBL versions 44.7 and 27.7 based on the CRC64 checksum codes. Most of
these failures were due the fact that the InterPro mappings were created with respect to older versions of the SwissProt and
TrEMBL databases. In the v e months InterPro version 8.0 was active, SwissProt advanced from version 43.5 to 45.1, with
similar advancesin TrEMBL.

“In BIND and DIP, interacting proteins are expressed in terms of identiers to database entries in other databases. To
identify redundancy in the interaction data set, records in these databases were mapped rst to the physical sequencesin
Biozon.
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Figure 6: A subset of the Biozon data graph . Objects (rectangular shapes), descriptars (rounded boxes), and the relations
between them form a typical subsetof the Biozon data graph. The subgraph consists of two protein sequencesthat are described by
a number of di erent descriptars and are related to a common Family object. Creating this graph requires data from a number of
di erent databasesor computations. Gathering data is a matter of traversing a portion of the graph and examining the nodes. For
eachnode, it is possibleto obtain a set of all relations connecting that document to another. Seaches serveas an entry point to the
data graph, from which the graph may be navigated to seethe object's context.

Figure 7, including interactions with other rib osomalproteins and tRNA molecules,structures of complexes
involving this protein and the pathways of purine and pyrimidine metabolism. Data integration can also be
usefulin compiling missing information at the relation level. For example,to relate DNA sequencego their

likely protein products we complemert the information that is provided by NCBI for UniGene clusters by

exploring other paths in the Biozon data graph that can be establishedbetweenDNA sequencesnd proteins

(e.g. through the “substring' relation or through other members of UniGene clustersthat can be mapped to

proteins using the “encales' relation).

3.4 Updates

Our choice of a tightly integrated schema with locally warehouseddata was motivated by the many ad-
vantagesthat such a model posses,asis exempli ed throughout the paper. Howewer, this choice has other
consequencesas special maintenance protocols have to be designedto handle updates in the sourcedata.
Theseprotocols must be designedsoasto guarantee consistencywithin Biozon and betweenBiozon and the
external sources. This is a dicult problem since the updates in external databasesare not synchronized
with one another. Moreover, the updates can potentially a ect the status of derived data

Sincethe biological objects in Biozon are non-redundart, we had to designmethods to determine which
operations in an update should be undertaken to achieve the desired e ect without violating consistency
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Figure 7: The broader context of RPB9 _YEAST as app ears in Biozon . DoclID is 262161.

Besidesconsidering consistencywith regard to source databases,we had to consider stalenessof derived
data and initiate computations or delete derivations when appropriate. The Biozon schemawas designedto
addressall theseissuesand our solutions are described in detail in section11 of the Supplemenary Material.

4 Deriv ed data

Biozon is more than a warehouseof existing data; it integratesunique derived data that is computed in-house.
Seweral typesof derived data currently exist in Biozon, from similarit y data betweenobjects to modulesthat
expand existing data typesbasedon inference,re ne existing objects, or generatenew data typesobtained
by processingexisting data typesand other derived data.

Similarit y data and inference. The similarity relation is one of the most fundamental relations in
biology, frequertly used for functional inference. For example, the analysis of new genesusually starts
with a databaseseard), and their biological function is often predicted basedon their sequencesimilarity
with other, well-characterized genes. To maximize the utilit y and potential of computational functional
inference, it is important to considersimilarity relations over biological ertities in addition to other explicit
relations. These relations should be at the essenceof any biological knowledge resource. This is true not
only for proteins, but for other ertities aswell; one can think about similarity measuresover protein families
[Yona and Levitt, 2003, pathways [Pinter et al., 2005 or organisms[Brown et al., 2001].

Moreover, it is important to have accessto multiple similarity indices, based on dierent measures.
Consider proteins for example. Existing sequencecomparison algorithms can be sensitive to the choice
of parameters (e.g. the scoring function). Therefore, to detect homology, it is sometimes necessaryto
compare proteins using multiple sets of parameters. Furthermore, sequence-basedneasuresoften fail to
recognize subtle similarities between sequenceghat have diverged greatly. In these casesit is necessary
to use other methods of comparison based on structure, expressiondata or other attributes. Howevwer,
obtaining theseresults requires accesgo algorithms that for the most part are not readily available and are
too computationally intensive to be usedon a daily basis. The needfor a systemthat will store optimal
results and accurate alignments basedon multiple methods is even more evidert as new, more sophisticated
comparisonalgorithms emerge.

We addresstheseissuesby generatingextensive similarit y indices, basedon a variety of comparisonmeth-
ods. Biozon currently includes similarity relations basedon sequencgwith a total of 2.4 billion signi cant
pairwise similarities), structure (with more than 8 million signi cant structural similarities, computed using
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multiple algorithms?®), and similarities based on gene expressiondata. Other similarity measureswill be
gradually integrated into the system.

The similarity data allows new and powerful modes of data querying and extrapolation as discussedin
section5. It enablespropagation of information from well studied genesto other, lesscharacterizedgenes,and
facilitates fast transfer of knowledgeto ertities untouched by experimentation sofar. For example, TTEMBL
Q07992 (Biozon docIlD 272323)is an uncharacterized Yeast ORF protein (documerted as an unnamed
protein in GenPept and probable membrane protein in PIR). However, examination of proteins with similar
expressionpro les suggestghat this protein possessesomerib osomalactivity asit is strongly linkedto other
rib osomal proteins. Biozon corntains numerousexampleslik e that, of uncharacterized biological ertities that
can be partially categorizedbasedon sequencestructure or expressionsimilarity.

Beyond functional inference, similarity data is usedto expand existing data types. For example, we
are in processof constructing 3D models for proteins of unknown structures basedon sequencehomology
with proteins of known structures (see[Yonaand Levitt, 200J). We also use sequencesimilarity data to
extend experimentally veri ed data setson protein-protein interactions. Furthermore, we employ expression
similarity to predict new relations betweengenes such ascommonpathways or commonpromoter signatures,
even when this information is not directly available [Dirks and Yona, 2003. To ensuredata quality, such
predictions are marked clearly, and users are provided with additional information (e.g. signi cance of
homology) to help assesghe validity of predictions (e.g. seeBiozon pro le of docID 109069957).

Data re nemen t. The data that is integrated into Biozon often overlaps, resulting in multiple descrip-
tors that are assaiated with the sameobject. A synergistic approac that builds on this knowledge can
often help to better characterize existing objects. This is the basisfor modules of derived data that serne to
re ne instancesof existing data. For example, all the descriptorsthat are assciated with a protein sequence
can be combined together to generatea more accurate or a more detailed description of the protein object
(on average, 2.5 descriptors and de nitions are assaiated with every protein object). Similarly, multiple
descriptors can help assesghe quality or increasethe con dence in the existenceof an object or a measure-
ment, when the experimental protocols are noisy (as is the casefor protein-protein interactions, many of
which are determined by high-throughput techniquessud asyeasttwo-hybrid that are not always reliable).

New data types. Biozon also introduces new relations or new data types that are generated by
processingthe sourcedatabases. For example, we usethe “encales’ relation, together with similarity data,
UniGene clusters [Pontius et al., 2003, and the “substring' relation betweenDNA sequence¢o map human
and mouse EST sequenceso their protein products (biozon.org/tools/e  st/). As another example, we
usethe descriptors assa@iated with protein sequences$o assiate proteins with Enzyme families, and a total
of 156,276proteins are classi ed into 3,944 families. Furthermore, the underlying graph structure of Biozon
can be mined in itself to seard for speci ¢ subnetworks of special interest. One such exampleis interaction
maps that provide a bird's eye view of complex biological systemsasis illustrated in Figure 8. Thesemaps
are compiled from the interactions that are stored in Biozon.

5 Data exploration with the Biozon model

One of the major goalsin Biozon's designis to provide meansto e ectiv ely seard and understand the data
within it. The shape of the complete data graph is an emergen property and by utilizing its link structure
we were able to develop and support new methods of query that improve data expressivenessn seardhesand
represenation.

8As opposed to sequence similarit y, there is no natural de nition of structural similarit y. Consequertly many dieren t
algorithms were developed over the years, based on dieren t approaches and de nitions, producing results that can dier
quite markedly. To address this problem we compute structural similarities for all PDB structures using three dieren t
algorithms:  Structal[Levitt and Gerstein, 1998], CE[Shindy alov and Bourne, 1998] and the in house URMS-RMS algorithm
[Yona and Kedem, 2005]. The results of all three algorithms are available at the Biozon website.
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Figure 8: An interaction map of Vaccinia virus proteins . The protein-protein interaction data in Biozon can be viewed
as a subgraph, with many interconnected elements. From this graph we compiled the set of all connected components, and each
component was embedded in a two-dimensional Euclidean space, using the algorithm of [Quist and Yona, 2004] with the graph
distances as input. The map shown is a subnetwork of Vaccinia virus proteins that seemto control its activity through a series
of mediated interactions or by forming a complex. For example, the inactivation of protein G2 (docID 507266) renders the virus
dependent upon isatin-beta-thiosemicarbazone for growth. This protein interacts with Envelope protein H5 (doclD 465934) that
interacts with protein A49 (840436) whose function is unknown, as well with Viral DNA polymerase processiviy factor. The later
interacts with UDG (Uracil-DNA glycosylasedocID 502617), as well as with protein D5 (Putative DNA replication factor). Proteins
that directly interact are positioned closelyin this map, while proteins that are connectedthrough mediated interactions are positioned
farther apart. The set of 7 proteins in this connected component form an interesting subgraphthat was exposedwith the embedding
algorithm.

5.1 Complex Searches

While all existing biological databasesallow basic forms of seard (e.g. of de nitions, keywords, etc) they
rarely allow one to seard broad and complex biological contexts that span multiple data types. Specif-
ically, it is dicult to form queriesthat seard for interconnected sets. However, such queries are fun-
damertal to computational and experimental studies in biology. Advanced cross-datasourceseard capa-
bilities can be found in a few tools such as SRS[Etzold and Argos, 1993, BioMediator[Mork et al., 2007,
Columba[Tril et al., 2005, and DiscoveryLink [Haaset al., 200]. Most achieve suc capability by e ec-
tively creating joins betweendatasetsbasedupon explicit crossreferencesfound when one sourcereferences
another. Columba diers somewhatin that it also incorporates crosslinks between SwissProt protein se-
guencesand PDB chains using similarity. Biozon o ers a fundamertally di erent complexseard mecanism
that usesgraph isomorphismto nd patterns of related objects that match a given query that species
relationshipsbetweenobjects in addition to their own inherent properties. The graph seard spacenaturally
cortains all the edgeson the Biozon graph, which are determined by previously mentioned data integration
principles, not explicit crossreferences.

A complex query is comprisedof a set of query nodes, a set of constraints speci ed on those nodes, and
the edgesconnectingthem. Queries,then, have a speci ed graph structure referredto asthe query graph .
Nodesof a query graph are labeled with the data type they represen, and any constraints that must be met
for a match to occur (such as specifying a minimum length for an amino acid sequenceor an EC number for
an enzyme family). Executing these queries ertails performing a seard over for subgraphsof instances
(instance graphs) that match the query. A match requires graph homomorphism, such that ead node of
the instance graph matchesin type and constraints to the corresponding node in the query graph. Currently
in Biozon, the matching instance graphs are projected on one of the query data types (referred to as the
query target), asspeci ed by the user, resulting in a non-redundart set of instancesfrom that data type.

An example of a complex query would be: \human proteins that are members of an enzyme family
that is part of a known pathway, and have a solved 3D structure”. This query represens a graph with
four nodes: Structures, Proteins, Enzyme families, and Pathways, and the query target is 'Proteins'. Edges

16



are implicit in the sensethat that are determined from the Biozon data graph®. Additionally, there is a
constraint that the proteins must be human proteins. This query returns 105 results, out of 35261structure
to protein relations, 156276 protein to enzyme relations, and 2955 pathway to enzyme family relations.
Another example would be \structures with resolution higher than two angstroms, of proteins that are in
the 2,3-butanediol dehydrogenaseenzymefamily”. Sucd query involvesthe Structure, Protein, and Protein
Family data types and speci es properties for two. In our current implementation, ead data type and
relation type is instantiated as a table in a relational database, and complex seardes are translated into
an SQL query that performs graph homomorphism by way of joins on the appropriate relations between
interrelated objects. Thesejoins operate on the non-redundart badkbone of objects and useinternal doclD
keys. Hencethey are relatively simple to formulate in SQL and are e cien t to execute(for more details see
section 10.2in Supplemenary Material).

5.2 Fuzzy searches

The integration of similarity data into the Biozon schema allows for even more sophisticated methods of
query. Speci cally, Biozon uniquely extends queriesto support fuzzy relationships by meansof similarity.
Fuzzy searhesgreatly increasethe impact of data integration, sinceinformation is propagated from known
objectsthat werestudied experimentally, and wereannotated extensively, to new objectswith similar physical
properties that await analysis. As sud, fuzzy relations can make the di erence betweenan uninformativ e
seard and a successfulone.

Every similarit y relation is assaiated with a signi cance or con dence value (e-value). This attribute can
be speci ed in a fuzzy seard, to limit the results to ertities whosesimilarity exceedsa certain signi cance
threshold. As an example, consider a simple fuzzy seard over a single ertity such as the protein with the
SwissProt ID of 'DORS_.DROME', an embryonic polarity dorsal protein in Drosophila. Initiating a fuzzy
seard for that protein with an e-value of 1e-100returns 8 results that are similar to this protein within that
threshold. Changing the threshold to 1le-50includes weaker matches, extending the result count to 80. A
fuzzy seard over a single entit y is equivalent in principle to a BLAST seard with that protein asa query;
but sincewe materialize the similarity relations from BLAST, this seard is done almost instantaneously in
Biozon.

However, the real power of fuzzy seardes stems from the combination of similarity relations with our
ability to seard over sets. For example, one can seard for the set of all proteins that have Stromelysin in
their de nition or are similar to any protein in this set This query with a threshold of 1e-100returns 81
records, and 379 records with an e-value threshold of 0.1 (as opposedto only 28 records when similarity
relations are ignored). This query is equivalert to multiple BLAST seardes over all proteins that have
“Stromelysin' in their de nition, followed by uni cation of the results. Clearly, this would be a very time-
consuming task if BLAST were to run in realtime over all these protein queries. However in Biozon this
query is a straightforward generalization of a fuzzy seart over a single ertit y and is almost as fast.

5.2.1 Fuzzy complex queries

With the ability to produce similarity results from set input, a natural progressionis to combine this
ability with complex queries. A query or query part can be viewed as a setin and of itself. Consequetly,
similarity relations may be introduced at various points in a complex query. It is in this ability that the
impact of similarit y relationships on the results becomesmmediately apparert, lling the gapsofincomplete
information.

As a simple example, supposeoneis researting the structure of butanediol dehydrogenaseenzymes(EC
1.1.1.4). A seard on the PDB site on March 16 2005 returns no matching structures. However, although

90ne of the complications that arise when querying the Biozon data graph is that there are multiple ways to connect instances
of dieren t data types. This is addressed by intro ducing the notion of Data topologies, as discussed below.
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Figure 9: Graphical represen tation of a fuzzy search. (a) Complexseaches nd paths in the data graph. In this pictorial
representation, nodes in result paths must occur where sets of objects satisfying di erent seach constraints intersect. Introducing
similarity extends some query steps to include similar results, thus enabling the discovery of paths in the graph where none existed
before. This graph illustrates a complex fuzzy seach for structures of proteins that belongto enzymefamily 1.1.1.1 and are involved
in known interactions. Circles on the graph represent sets of matching documents, and where they intersect, there are matches. The
dotted lines represent extensionsto the sets basedon similarity. Without similarity, the set of proteins with structures (Pstr uctur es)
intersects with the set of proteins in enzyme family 1.1.1.1 (P1:1:1:1), meaning that there exists a protein with a structure that is
a 1.1.1.1 enzyme. Likewise, Pstr uyctur e intersects with Pinter action - HOwever, there is no intersection between the three sets, and
therefore no proteins that are in family 1.1.1.1 and involved in an interaction. Creating a fuzzy seach with threshold of 1e-100extends
the set of 1.1.1.1 proteins but there are still no matching results. Increasingthe threshold to 1e-50 producesthe desiredintersection,
thus allowing connected paths spanning the entire query space. (b) Similarity may be introduced at multiple graph steps, further
increasing the solution spaceto a complex query. For example, a seach for E. Coli proteins that are members of enzyme families
1.1.1.145 and 5.3.3.1 returns no results. There are two possible areas in the query graph where similarity relations may be used to
extend the query to fuzzy results: on proteins that are classi ed as 1.1.1.145, and on proteins that are classi ed as5.3.3.1. When the
evalue threshold is reduced to 1e-10 one protein (docID 737980) is returned with intriguing similarity to proteins that contain both
domains. These proteins are observedin higher organisms as part of the estrogen, androgen and C21-Steroid hormone metabolism
pathways.

no protein with a de ned structure has been mapped to that enzymefamily, it is likely that there exists
a similar, possibly homologousprotein that does have a known structure, but has not yet been completely
annotated and characterized as a member of the family. Indeed, a complex fuzzy seard on the Biozon data
graph for structures of proteins in the 1.1.1.4 enzyme family or of similar proteins returns a non-empty
set. This complex fuzzy seard rst computesthe set of proteins known to be in enzyme family 1.1.1.4.
From there, it createsa larger set of every known protein that is similar to at least onein the 1.1.1.4set.
The query returns all structures that are related to proteins in this large, similarit y-extended set. Using an
e-value threshold of 1e-90returns a single structure, oxidoreductase: cryatal structure analysis of
meso-2,3-butaned iol dehydrogenase (PDB accession GEG, biozondocID 8515367).As it turns out, this
structure is of a protein that is highly similar to another protein (doclD 550087)that is member of enzyme
family 1.1.1.4. Furthermore, increasing the e-value threshold in the seard to 1e-30returns 5 matching
structures, and 1e-20has 53 and soon'®. The extension of setsbasedon similarity as part of fuzzy seardes

101t should be noted that many similarit y relations happen to be local (e.g. multi-domain proteins might share only one
domain in common). Therefore, not always it is possible to propagate information and draw conclusions based on similarit y, as
the functional features that are asscciated with the proteins might be localized to parts that are outside of the similar region.
Biozon stores additional information on similarit y relations that allows one to localize the relations. However, rarely is the case
that functional features are localized and therefore it is currently dicult to take advantage of this capabilit y of Biozon.
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is demonstrated in Figure 9a. Note that complex queries can have an arbitrary number of query nodes.
Consequettly it is possibleto generate queries where similarity may be introduced at multiple junctures,
producing di erent result sets(seeFigure 9b).

Finally, the similarity relation is not limited to sequencesimilarities between proteins. Biozon currently
stores similarity relations between structures and similarities between genesbased on expression-pro les.
With that data materialized, one can seard, for example, for all proteins that are known to take part in
a speci ¢ pathway, or proteins with similar expressionpro les (assciated with the corresponding mRNA
sequences}o theseproteins.

Becausethe validity of a given fuzzy seard result dependsgreatly on the method of similarity employed
(i.e. BLAST, yeastexpressionpro le similarity), as well as parameters suc as e-value, it is important to
make the provenanceof all matches available for inspection. In response,ead seard result that incorpo-
rates a fuzzy step is clearly marked in the results page. By clicking on the markings, the user is showvn a
represenation of the exact instance tuple that includes every similarity step used, with corresponding links
to the similarity data, such as a represertation of a full Smith-Waterman alignment between two protein
sequences.

5.3 Topologies

The Biozon graph is composedof many subnetworks with di ering documert compositions. The connectivity
of the data graph hasimportant consequencesn seardes,sincethere are multiple ways to connectinstances
of di erent data types. For example, proteins are connectedto DNA directly aswell asthrough interactions.
Unlessthe query graph is explicitly speci ed, a query sud as “transcription factor proteins that are related
to DNAs in humans' can be answeredin many di erent ways, especially if considering paths that use other
data typesthat are not specied explicitly in the query graph. Each path correspondsto a dierent set
of instance graphs, and to obtain comprehensie results one hasto considerall possible paths betweenthe
guery data types. There are many issuesinvolved with such queries, such as completenessand e ciency
to name a few. More importantly, ead path implies a di erent set of relations with a di erent biological
meaning. Therefore, the meaning of an instance graph is as much dictated by the shape of the connected
graph asby the contents of the documerts within it. We refer to the graph shapesthat occur within Biozon
as topologies (Figure 10).

Protein DNA Protein DNA Protein DNA Protein DNA

%/@Q@/O O O—

Interaction Interaction Interaction Interaction

Figure 10: Dieren t top ology graphs over the same data typ es. Thesetopologiesinvolve the samethree data types, but
have completely di erent biological meanings. The rst corresponds to a protein that is encoded by a DNA sequenceand interact
with it as well. The second indicates that the protein and the DNA sequenceare interacting. The third indicates that the DNA
encades for the protein and the protein is involved in an interaction with a third partner, and the fourth indicates that the DNA
sequenceboth encades a protein and is involved in an interaction.

Beyond querying the emergen structure of the Biozon graph, topologies allow usersto discover the
emergen structure by characterizing the paths that relate objects together. For example, one may want to
discover how a particular cancerrelated protein relatesto known structures and interactions, or if any protein-
protein interactions are involved in ribo avin metabolism. These can help discover previously unknown or
unspeci ed relationships betweenknown objects. For example,in Figure 11 we show someof topologiesthat
are obsened when enumerating all possiblepaths of length 4 between proteins and DNA sequencesThese
topologies reveal some interesting paths that cannot be detected by means of regular queries that query
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just direct relations. Since data topologiesaim at detecting schema level graphs that are instantiated at
the instance level they are di cult to query and processe cien tly, and existing methods of query (such as
traditional SQL or seard systemssudc as Discover [Hristidis and Papakonstartinou, 2003) do not provide
e ectiv e solutions. Theseand other issuesare addressedin [Guo et al., 2009, where we have formalized the
notion of data topologiesin the context of heterogeneougbiological) data and presert e ectiv e methods for
guerying topologies.

Protein Protein Protein Protein
Interaction Unigene Unigene

Nucleic Nucleic Nucleic Nucleic
Protein Protein Topology  Instancesin Biozon
A 3133 200
B 7321
C 35013 234
D 25633
’ g E 326 583 324
Enzyme Protein Structure Protein E 74 214
G 390 326
Nucleic Nucleic H 1768448
| 94 158

Protein Protein Protein

Unigerk\

Protein Unigene Protein Protein

Nucleic Nucleic Nucleic

Figure 11: Observ ed graph top ologies between proteins and nucleic acids with a maxim um path length of 4.
The number of occurrencesof each topology instance is visible to the left, using data current as of September 2005.

5.4 Ranking biological objects

Organizing and sorting seard results is an important part of information processingand extraction. The
current status of biological databasesresenblesthat of the pre-google days of the web. Existing methods for
querying biological data that are available on the web generatelists of matchesthat are essetially random,
or sorted basedon featuresthat are irrelevant to the query (for example, alphabetically). One would wish
to have the results sorted basedon their importance or relevanceto the query. However, a priori it is not
obvious how to quartify the importance of a match.

The underlying graph structure of Biozon is especially usefulin that respect. By exploring this structure
we can detect subgraphs of objects that are tightly interconnected. We view important or interesting
instancesin the result sets as those that are linked to many other important ertities'*. These subgraphs
often sharea commontheme, and we refer to them as Hubs of knowledge To detect thesegraphsand assign
prominence valuesto the elemerns in the Biozon database we explored and tested quartitativ ely seweral
spectral methods, including Hubs and Authorities [Kleinberg, 1998, PageRank[Pageet al., 1999 and other

11This de nition is motiv ated by one of our main goals: to provide userswith the broader biological context of eadh individual
entit y.
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Figure 12: Ranking of results. These are the top 5 ranked results of a seach for proteins with “cancer' in their de nition.
Results of high rank tend to be linked to many other entities.

models (the results of this study are described in detail in [Shaferet al., 2005). Our tests indicate that the
PageRankmethod, similar to the method implemerted in Google [Pageet al., 1999, is both more e ective
and more practical, comparedto other models, and we have integrated into Biozon a ranking systemwhich is
basedon that model. It should be noted that only the graph structure is taken into accourt when assigning
ranks. Somedata may possibly be viewed asinherently noisy or lessreliable (tak e high throughput yeasttwo
hybrid interactions, for example), others asimmutable. Thesefactors currently play no role in determining
ranks in Biozon, though presert an opportunity for future study (see[Shaferet al., 2009).

As an example of the e ectiv enessof ranking, when searding Biozon for the query term ‘cancer' we
detect 1977 objects that match the term. A spectral analysis of this subgraph results in a ranking that
returns as a top match a BRCAL gene, Breast cancer susceptibility protein (doclD 1079763). Examining
the top v e results as shown in Figure 12 shows seweral other highly relevant proteins such as a p53 gene
(docID 802537)that is related to multiple interactions and DNA sequencesall involvedin tumor suppressing
activity. This ranking utilit y can help, for example,to direct biologists that study speci ¢ systemsto other
equivalent systemsthat were studied extensiwely, thus providing them with myriad of relevant information.

6 Implemen tation

This is a brief explanation of the current implementation of Biozon. For a more complete description, please
seesection 10 of the Supplemenary Material.

6.1 Hardw are

The graph is managedby a single DBMS (PostgreSQL) that is residert on a Sun V880 senwer, with four

1.2GHz UltraSPARC IIl CPUs and 8Gb RAM. A 1TB of disk storageis usedto store the Biozon graph and

supporting data. A secondbadkup serer runs on a Sun V65x, with two 3GHz Intel Pentium IV processors
and 6GB RAM, connectedto a second1TB array that contains a duplicated copy of the Biozon data graph.

Large-scalecomputations and online analysistools are run on a 50 node cluster comprisedof Dell PowerEdge
machines, with dual Pentium IV CPUs running at 1 or 2 GHz with 1GB RAM ead.

6.2 Core database software

The biozon data graph is managedby the PostgreSQLDBMS (version7.3). PostgreSQLwas chosenbecause
it is open source(BSD license)and has the extensibility and object-relational featuresthat were necessary
for developing Biozon. The schemais an exact analogueto the documert and relation hierarchies (Figure 2,
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Figure 3) whereby eadh documert or relation is instantiated as a table, and the hierarchy is implemented in
PostgreSQL'sinheritance model. Core data integrity, update, and data manipulation functions are written
astriggers or stored proceduresin C which are dynamically loaded at runtime (seeSupplemenary Material
for a detailed discussionon these protocols).

Although not part of the DBMS itself, parsing and initial loading of data is done through custom scripts
mostly written in Perl. These scripts are responsible for mostly straightforward translation of the data in
its original form to a form suitable for loading directly into pre-loading tables in Biozon. The graph update
algorithms are executedin the DBMS using functions written in C.

6.3 User Interface software

The userwebinterfaceis provided by a seriesof perl modulesrun with the Apache web server using mod_per!.
The webinterfaceis currently the only public mode of accesgo the Biozon data. Complex and fuzzy seardes
are implemented in this layer, whereby the user's query as built on the site is transformed into a suitable
SQL query that is then executedby the DBMS. Currently, there is no external API or formal query language,
though these are planned for a future release.

Public accesgo the sourcecodeto the interfaceis currently not available, asit is speci ¢ to our particular
installation. Our primary focushasbeenin providing a service. Nevertheless,certain standalonecomponerts
(such assomeanalysistools) may be generally usefuland therefore are available for download from the Biozon
site. We also plan to make the schema and the core databasesoftware available.

6.4 Analysis

There are essetially two modes of data analysis that Biozon currently performs. The rst, large scale
batch processing,occurs whenewer the derived data in Biozon is updated, such as in generating our all

vs all alignments or domain predictions. These jobs are launched acrossour erntire compute cluster of
50 nodes and may take days or weeksto complete, depending on the nature of the computation and the
amournt of data being processed. Single-useanalysis, as provided in the “Analysis Tools' section of Biozon
(http://www.biozon .org/ tools /i ndex. ht ml) are run on demand on user-provided data. Submitted jobs
are scheduled on the least loaded cluster machines, and where applicable, comparisonis performed with

respect to the current version of the Biozon database. The software usedin these analysesare available for
download in the “software downloads' section of Biozon (http://www.biozon.org/ftp/do  wnloads.html);

7 Discussion

We describe a system(Biozon) that uni es multiple data typesfrom multiple resourcesnto a singleknowledge
resource. Our system is basedon a exible non-redundart graph model, unambiguous represeration of
biological ertities that relies on their physical properties, and maintenance protocols that are basedon a
set of modular authorities. Combined all together, these elemeris serve to complete and corroborate data,
to detect conicts betweensourcedatabases,and most importantly, to exposethe broad biological context
of each ertity. Data archiving is addressedthrough the use of time stamps. Thus data can be reproduced,
browsedand materialized as of arbitrary time points in the past. Most importantly, the Biozon systemwas
designedsuch that the biological context itself can be e cien tly searded againstand assessedThe intricate
link structure of the data graph enablescomplex queriesthat span multiple data types, fuzzy searhes
that utilize the many similarity relations in Biozon, and a ranking systemthat is unique in the biological
knowledgedomain. The combination of thesefeaturesis a rst-of-kind in this eld.

The amount of biological data available is increasing rapidly, especially due to the ongoing genome
projects of human and other organisms. The logical schema and data model of Biozon was designedto
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accommalate this expectedexpansionand to allow easyintegration of other data typesand future databases
by extending the existing documert hierarchy. Moreover, the databaseinfrastructure was designedto be
easily maintainable, using update protocolsthat work to presene consistency both internal and external.

Our graph schema, the documert classhierarchy and the relation classhierarchy are basedon physical,
semartic, or logical di erences between the types of data represerned in Biozon. That being said, the
structure of the schemaand the hierarchiesis not immutable; it is a designchoicethat balancesthe semartic
requirements of the data in the sourcedatabaseswith current conventional wisdom. Our design choicesare
sometimessubjective and motivated by data availabilit y, clarity and applications. As the data set grows and
as more knowledge accunulates, this model can be expectedto expand and change.

A major emphasisof Biozon is data and knowledgedissemination. Beyond the developmert of advanced
web basedtools to support complex and fuzzy seardes,we also attempt to channel the information directly
from the sourcedatabasesto the end users. Since the outcome of one's researd is the input for another,
usersthesedays often want more than just alist of results. They might want to materialize the data on their
computer for further analysis. However, collecting results from complex queriesthat involve multiple data
typesrequires accessto multiple databasesand generating interconnected data sets would require certain
data manipulation expertise and might take days or weeks, depending on the user experience. Biozon
addresseghis problem by allowing usersto materialize and download the results of their complex query for
further analysis, through their user accourts. Moreover, userscan chooseto materialize and re-materialize
the results as of arbitrary times in the past, thus allowing them to reproduce the sameresult set that was
obtained on the original query date.

Biozon's useraccourts serve additional purpose,asanother channelfor data dissemination. In most cases
the data that is stored in databasesis partial as it is extracted only from published literature. However,
even after discoveriesare made it might take yearsuntil the knowledgeis stored in databases,and most of
the information is actually out there, intellectually held be individuals who study closely speci ¢ biological
ertities. As aresponse,Biozon enablesreseartiersto submit and deposit commerts on speci ¢ genes protein
families, interactions or pathways, in the “expert commerts' section.

Finally, Biozon strivesto make the knowledge stored within readily available to the whole scierti c
community, and gradually alsothe meansfor others to deposit, integrate and sharetheir data. The Biozon
databaseis accompaniedwith a sophisticated web interface where sourcedata and computed data, and data
analysistools cornvergeinto a single working environment, online at biozon.org .

8 Future work

As Biozon cortinuesto grow, a major focuson future e ort will be in keepingthe Biozon data up to date and
incorporating new datasets. Currently, we update major databasesonceevery few months and are gradually
working towards more frequernt and automated updatesasresourcesallow. New datasetsare regularly added
to Biozonto fulll speci c needsor to createa more comprehensie list of the typesof data represerted (see
releasenotesat biozon.org/doc/re lea se_notes.html ). Maintenanceand expansionof data will always be
a constart goal. Basedon user feedbak and opportunities presered in exploration of the graph structure,
we have identied seweral areasfor future researd or developmert beyond maintenance of data, and we
make brief mertion of a few of them.

General contextual views of the Biozon graph.

We intend to allow usersto specify the context in which the graph will be searhed and browsed (e.g.
a speci ¢ organism). Graph searding and browsing would be limited to a subsetof the Biozon graph
that is deemedrelevant in a given context. For example, becauseproteins are uni ed basedonly on
sequencetheir prole pagewill show all information relating to that sequenceregardlessof species.
A possibleoutcome s that a linked interaction that is presert in speciesA but not speciesB will be
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linkedto identical proteins from speciesB. Viewing the entry and searding the graph in the context of
speciesB would ignore all information that doesnot pertain to that particular species.Work must be
doneto determine the contexts that usersmay be interestedin, and developing tools to automatically
project the graph on the relevant context or lter ead graph operation by the desired corntext.

Queries based on uploaded data.

Querieswould incorporate a user-provided dataset that would be usedas a query node in a complex
qguery. For example, considerthe query \Find all structures of proteins that interact with proteins in
the set S" where S is a set of user data.

Public access and API.

Currently, the only public accessto the Biozon databaseis through its web interface. While the
materialization option gives usersthe ability to download the results of a query for possible further
analysis, there is no general purpose API that would allow for the creation of third-part y software
modules that interface with the Biozon query engine or its graph directly. We plan to provide suc
accesshut dewvelopmert in that regard has not yet started.

Topology queries and display.

As it standsnow, seard results are returned asa list of matching \target objects" that satisfy a given
query, where the seard topology is spelled out explicitly. Each target object is an instances of the
speci ed topology. One particularly interesting idea is to create a seard interface wherehy individual
graph elemerts are speci ed in the query, and the results are a set of topology instancesthat relate
the graph elemeris together. In other words, this mode of seard would discover paths in the graph
betweenspeci ed objects.
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Biozon: Supplemen tary Material

In this section we elaborate on seweral aspects of the Biozon systemthat are not discussedin the main
text, such asdata maintenanceprotocols, physical implementation and designand query formation. We also
include a longer discussionon related studies.

10 Implemen tation and practical implications

We choseto implememnt our data model using the the PostgreSQL ORDBMS. This open source solution
oered a exible platform to implement our data model and application logic while maintaining adequate
performance.

10.1 Physical Structure

We create a logical mapping between elemerns in our data model to its analoguein a relational database.
Classesn the documert or relation hierarchiesmap to a singletable in the database,and thesetables corntain
a set of columns that directly parallel the attributes de ned for ead class. Members of these classesare
instantiated as individual recordsin their analogoustables. As an object-relational database, PostgreSQL
o ers inheritance of relations. We create an inheritance hierarchy parallel to the hierarchies presert in our
data model. Thus, A SELECT operation on a given table represerting a classreturns results that are a
member of that classand any of the subclasseshat inherit from it.

PDB
Describes . - docid
Swiss Prot |  _____ _ i ts
i i referre[ T deleted
docid---- - SRR refers - ; definition
ts ! authority I title
deleted | ts ! accession
accession | 1 depdate
id | mod_dates
class o compound
genes L keywds
species Lo - resolution
. o Amino .
Lo
Lo
! '~ docid-----
. ‘
! deleted ! Structure
i sequence I
| length | -1 -docid
PDB_peptidg | nr | | ts
i ! 1| deleted
docid----- r-- ! ' | atomres
ts ! |
deleted ! I
definition -
accession Manifests
chain |
- referrer
refers ----4--'
authority
ts

Figure 13: Schematic schema represen tation . A small subset of the Biozon relational schemashawing a few connected
objects, descriptars, and relations.

The root "documert’ and “relation' classescortain as attributes the minimal set required to support the
methods of data consistencyand time-stamping. As sud, the documert classconsistsof a globally unique
doclID identi er, a Boolean ag represeriing delete attempts, and an abstract data type (ADT) de ned to
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represeri the timeline. Relations consist of a pair of attributes “referring' and ‘referred' that represen the
docIDs of the documerts they relate as well as a timeline, and a eld that indicates authority assaiation
(seesection 11.4). Figure 13 shaws an example of part of the detailed relational schema presen in Biozon.

As is evidert from gure 13, the high level graph structure is normalized, and joins betweendocumerts
and relations are performed on the “docID' and appropriate ‘referring' or “referred' eld. What may not be
soobvious is that most descriptor represenation of external databases,such as SwissProtis not normalised.
Currently, we have adopted a simpli ed represenation in this rst phaseof Biozon whereby the at textual
represenation of data as represened in sourcessud as SwissProt is divided into a nhumber of attributes
of type “text' instead of expandedto multiple tables and normalised. For example, the ‘refs' eld of our
SwissProt descriptor is analagousto the portion of a SwissProt at le that lists a set of publications
that pertain to the described protein sequence. In Biozon, this eld is represerted as a single block of
text rather than divided into separateentries (journal articles) and represerted in a separatetable. This
implemenrtation choice was chosenin the interest time and is tangertial to the core data model. Evertually,
we plan on adopting a more normalized represertation for all descriptor annotation.

10.2 Interface and Query

The primary interfaceto Biozonis currently through the online browsingand querying tools. Theseinterfaces
form a layer that is intuitiv e to the non-programmer. The complex seard interface, for example, provides
a high level represenation of the object graph and assaiated descriptor attributes that is oriented toward
the non-programmer and hides all the implemertation details of the schema.

Queries, as submitted by the user, are translated by the Biozon badkend into the appropriate query
SQL. This processis rather straightforward in that the joins necessaryfor complex queries are always on
the docID eld of documerts and the referring or referred eld of relations. The query generator has access
to metadata describing the structure of the graph and the mapping between graph objects and physical
table names. Likewise, metadata describes where particular attributes are de ned in descriptors. These
descriptors are joined with the objects that comprisethe query.

The initial SQL query that is issuedwhen generating a complex query is structured such that top level
targets correspond to subqueries,eadt onereturning recordsthat represert instancesof a single object type
(directly analogousto a query node in a complex query graph). Also included in the top level targets of the
initial query are all graph relations that connectthe nodes. The WHERE clauseseresto join the subquery
objects with the appropriate edgesto specify the exact paths seardied on the graph

As anillustrativ e example, considera complex seard for Structureswith resolution lessthan 2 angstroms
of proteins that are in enzymefamily 1.1.1.1 The raw SQL created by the query generator is as follows:

1:SELECTo_1.docid

2: FROM

3 (SELECTstructures.docid AS docid
4 FROM PDB,

5: describes AS pdb_describes,

6: structures

7 WHERRdb_describes.referrer

8 = pdb.docid

9 ANDpdb_describes.refers

10: = structures.docid

11: ANDresolution <=2

12: AND'now":date =~ @pdb.ts

13: AND'now":date =~ @pdb_describes.ts
14: ANDstructures.ts @<'now'::date

15: ) ASo_1,
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16: (SELECTamino.docid AS docid
17: FRONamino

18: WHEREmMIno.ts @<'now'::date
19: ) as o_2,

20: (SELECTec.docid AS docid
21: FROMec

22: WHEREc = '1.1.1.1"

23: ANDec.ts @<'now':date

24: ) ASo_3,

25: manifests ASr 1 2,

26: enzymeASr_2_3

27:

28: WHERB_1l.docid =r_1 2.refers
29: ANDo_2.docid = r_1_2.referrer
30: AND'now':date @r_1_2.ts
31: ANDo_2.docid = r_2 3.refers
32:  ANDo_3.docid = r_2_3.referrer
33:  AND'now':date @r_2_3.ts

Looking at this query, we obsene that there are three top level subqueriesaliasedaso_1, 0.2, and 0_3.
These subqueriesreturn records containing at least the “docid’ column, and represen the Biozon objects
Structures, Protein Sequencesand Enzyme Families, respectively. Additionally , we seetargets of manifests
aliasedasr _1_2 and enzymealiasedasr _2_3. Theserepresen relations in our graph model. “Manifests' is
the relationship betweena protein sequenceand a structure and “enzyme'is a subclassof “cortains', and is a
relationship betweenan enzymefamily and a protein sequence.In the WHER#auseof the query (lines 28{33),
we seesomerather straightforward join constraints that relate the objects together trough the appropriate

relation to create a path in the graph gy ycture & Protein &—— Enzyme
manif est contain

Digging deeper into the query, we seethat lines (16{19) create the subquery 0_2, which is comprised of
the doclDs of all protein sequencesThere are no constraints on the properties of the proteins themselesin
the query. (20{24) de ne the setof enzymefamilies aso_3 with the constraint that the “ec' eld, represering
the family's EC number, is 1.1.1.1. This eld is an attribute of the ectable.

Lines (3{15) are slightly lessstraightforward. Logically, 0_1 is madeto be all structures with resolution
lessthan 2 angstroms. Resolution, however, is not an attribute of a structure object directly. It is an
attribute of a PDB documert that descrites the structure. Therefore, the o_1 subquery, cortains a join
betweenstructures , describes , and pdb such that all structures have a describesrelationship with a PDB
documernt that indicates a resolution of 2 angstroms. Sinceobjects only cortain attributes that are physically
or logically de ning, most constraints on annotation, suc as de nition, accessiomnumber, etc are actually
placed on related descriptors. Theseare folded into the appropriate subqueriesthat return only recordsthat
satisfy all constraints.

Written in this manner, creating complex queries is relatively straightforward, and the code can be
modularized into independert units, ead building on their own part of the query before it is stitched
together using only high-level graph structure metadata which indicates how high level objects are related
on the graph.

After the query is generated,it passegshrough a re-write step wherethe query may be modi ed. Possible
modi cations include the addition of SELECT targets for accourting purposesand merging of query steps
for the purposeof e ciency . PostgreSQL provides cost-basedquery optimization for selectionof the optimal
executionplan. The examplegiventypically takesabout 20to 100 millisecondsto executedepending on the
status of the bu er cade, system activity, etc.

Versioningis provided by operators on a ‘timeline' ADT that indicates the visible lifetime of a particular
graph elemern (seesection 11.7). Line 33 of the query givesa typical example of how these are exploited.
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The @operator and its commutator @<are de ned to compare a timeline with a date, returning “true' if
the date falls within the bounds of the timeline. As is evidert in the example, including the appropriate
versioning constraints in the query will produce results only valid in a snapshotat the given date.

11 Updates

A model that is basedon a tightly integrated schemawith locally warehousedand non-redundart data has
seweral advantages as discussedin previous sections. However, the cost of having sucdh a model comesin
increasedmaintenanceand consistencyissuesthat emergewhen the sourcedata change,sincewe are charged
with the task of updating our data frequertly to re ect these modi cations 2. The updates in external
databasesare not syndironized with one another, and such dynamic data could potentially beinvolvedin a
set of locally derived relations that have multiple dependenciesfrom seeral di erent databases.

Furthermore, biological knowledgein the constituent databaseschangesso rapidly, these changesmight
outpace analysis on a particular set of data that existed at a given point in time. In response,we require
that data can be viewed asit existed at an arbitrary point in time in the past. Therefore, elemens of the
graph must be visible only within well-de ned time contexts. Moreover, any operation to the graph in the
presert must not a ect any snapshotof the graph in the past, and the e ect of an operation performed at
somepoint in the past must be visible in subsequen time contexts. This implies that no operation to the
graph ever removesdata, it can only add.

The Biozon schema was designedto addressall these issues,so asto benet from the all advantages
assiated with a tight schemamertioned above. We rst presen our de nition of consistencyand then the
protocols usedto maintain consistencyunder updates.

11.1 Consistency

We de ne consistencyof objects in the databasein terms of how they re ect their published cournterparts
and the derived data, and how they are dependedon by others in the database. A fundamental principle is
that data in Biozon must never contradict its source,and data must always be externally and internally
consisten t. We distinguish betweentwo generaltypesof consistency: knowledgeconsistencyand structural
consistency

Kno wledge consistency is concernedwith descriptions of the sameertity from di erent sourcesand
di erences in substartive content within the samedomain of knowledge. Biozon strivesto assurethat its
internal represenation of a sourcedatabaseis an accuratere ection of the contents of that source. However,
Biozon doesnot have control over the sourcedata and therefore cannot guarantee its quality. Consequetly,
conicts between sources can and do exist, and these conicts are visible. For example, two databases
may ascribe con icting functions to the sameprotein, or give them substartially dierent de nitions. As
a lesssewere example, di erent databasesmay assaiate di erent features with a protein or cite dierent
experimental evidencefor an interaction. This latter example is common and even bene cial, where the
former represens a geruine problem that domain experts would have to resolve. Biozon doesnot attempt
resolving such con icts, reporting such results just asthey appear, howewer, it can help in detecting these
discrepancies. As such, Biozon senesas a multi-exp ert system where the user is charged with the task of
interpreting the data presened.

Structural  consistency is concernedwith the manifestation of the sourcedata in Biozon. We de ne
two typesof structural consistency:internal and external. External consistencyspeci es the desiredrelation

121t should be noted that similar issuesexist when integrating data using a mediated schema.
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between elemers of our databasewith respect to external databases.Let = (D;R) denotesthe unied
database. Let D denote an external sourcedatabase. Let D, be someexternal databaseD asit appeared
at time v, and D, be D asit appearedat time u whereu < v. The database is said to be consisten t
with a particular versionv of databaseD when

d2D,! (d
and for every previous versionu of D
d2D,~d2D,! (d)6

In other words, every elemen of the external database must be instantiated exactly in the Biozon data
graph following its transformation function, and every elemer that was deleted cannot exist in its entirety
in Biozon®3.

Finally, we de ne internal structural consistencybasedon the dependency between internal elemeris
of Biozon. There are two aspects to internal consistency First, we enforce graph consistencyin terms of
relationships between objects (similar to a foreign key constraint). If an object is referencedin a relation,
internal consistencywould guarantee the existenceof the referencedobject. In a non-redundart data model
where relations are explicit and refer to objects that may be modi ed or deleted by any databaseof which
they are a menber, the needfor this level of consistencybecomesapparert. Second,we maintain functional
consistencyof the derived data with the elemens usedto deriveit. Thus, there are two parts to the formal
de nition of internal consistency is internally consistent if

1. 8e= (vi;Vv2);€2 ) vi2 "wvp2
2. If 42 represens derived data such that 4 = f( ) for some then

where f () is somefunction with subgraph asinput that produces 4 asits output. In simple terms
(1) meansthat for every relation in the Biozon graph, both objects referred to by the relation must exist.
Condition (2) is concernedwith derived data in . If changessucd that the derivation no longer holds
true, the derived graph can no longer exist in its ertirety.

11.2 Handling updates

There are three elemenary operations on the graph nodesand edgesthat can comprisean update to Biozon
data: addition, deletion, and modi cation. An update, for example, would changethe value of attributes of
a node, and delete may remove an edgefrom the graph. These operations are invoked when synchronizing
Biozon with an external database. Wherever internal represertations (in ) of di erent external database
elemers share graph nodes, maintenance of consistency as de ned above, desenesthe utmost attention.
We de ne low-level protocols of the elemenary update operations that operate on the graph nodes and
edgesto enforceinternal consistency These protocols lie underneath higher level operations that perform
periodic synchronization to bring D up to date with D. All in all, updates in Biozon are a three-level
process: synchronization protocols that call high-level functions that operate on subgraphs (denoted by
Add(), Delete() and M odif y()), and thesein turn invoke low-level functions that operate on graph nodesand
edgeg(denoted by add(), delete() and modif y()). In this sectionwe start with describingthe syncironization
protocolsand the high-level procedures,and cortin ueto discussthe lower-level proceduresin the next section.

13The elemert d is mapped to a set of documents and relations in Biozon (d) = (v;e). As will become apparent, even if an
element was deleted, some of its documents or relations might still be part of the Biozon graph if they are part of subgraphs
corresponding to elements from other sourcesthat have not been deleted. However, there is no situation where the subgraph
(d) in its entirety is shared with other sources, as at least one document v; 2 v is unique to the source D.
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11.3 The synchronization proto cols: maintaining external consistency

The goal of the following protocolsis to maintain external structural consistencywith a sourcedatabasein our
non-redundart object model. Consider an external databaseD. Any elemer d in this databaseis mapped
to a speci ¢ subgraph (d) using the transformation function Tp such that Tp(d) = (d) = (v;e).
Every elemen d of D is distinct. We denote the sourcekey of d by K (d), which is someset information or
attributes that serve to identify d uniquely®*. In the Biozon implemertation, the sourcekey is instantiated
asattributes in oneor more documerts in  (d), per the transformation function Tp (d). To ched if a specic
sourcekey existsin Biozon is a matter of searding for theseattribute valuesin the corresponding documert
types. Theseattribute valuescan be viewed as the key of both the sourceelemen d and the corresponding
graph (d) suc that K ( (d)) = K (d).

AssumeBiozon cortains a versionu of D and denoteby K (D) the setof all keysin versionu of database
D. Given a new versionv of D, an update that will synchronize Biozon with D entails the following high
level operations on the graph:

For everyd 2 D, s.t. K(e) 2 K(Dy) considerd as a deleted elemen and issueD elete( (d); ).
For everyd 2 Dy s.t. K(d) 2K (Dy) considerd as a new elemert and issueAdd( (d); ).
Foreveryd?2 D, s.t. K (d) 2 K (D) considerd asa putativ e modi cation >, andissueM odif y( (d); ).

Sincethe subgraph (d) is comprisedof a number of nodesand edges,ead high-level operation translates
to sewral low-level operations. To delete (d), meansdeleting every graph edgeor node in the subgraph.
Likewise,to add (d) to the graph would entail adding all the corresponding nodesand edges.However, since
we adopted a non-redundart object model, graph nodes can be highly connectedand linked to documerts
from other external databases,and thus have many dependenciesassaiated with them. Consequetly,
adding or deleting a subgraphis not a straightforward operation. For example,upon addition, the elemeris
of (d) must be rst cheded for redundancy with existing elemeris in , using the appropriate identity
operators as was described in section 3, and if a match is detected, all the assaiated relations must be
redirected as is detailed below. Deleting a documert in Biozon is signi cantly more involved than addition
in enforcing internal consistencyin a non-redundart model. This complexity, however, is handled ertirely
by the low level protocols. The high level Delete protocol, then, is relatively simple. High-level operations
Add(), Delete() and M odif y() call the low-level functions add(), delete() and modif y() and thesein turn
trigger a sequenceof processeghat take care of the relations pertinent to consistencyor data propagation.

Let (d) = (v;e) and = (V;E). Denote by e, the set of relations that are assaiated with documert
v 2 v. Let class(v) be the classof documernt v and let V= fv 2 Vjclass(v) = cg. The exact procedurefor
ead high-level function is described next.

Add( ;)
1. For every documert v 2 v, let c = class(v)

(@ If v ¢ ufor someu 2 V. then for every relation e 2 e, such that e = (v;w) replace e with
e’= (u;w). Similarly if e= (w;v) then replacee with €°= (w;u).

(b) Else add(v; V).

2. For every relation e 2 e call add(e;E).

14The source key can be as simple as an accessionnumber (as is the casefor SwissProt ) or a complex set of attributes. For
example, to identify uniquely an InterPro element we use the combined value of InterPro ID, protein ID, and coordinates.

15Note that even if the key has not changed, some aspects of the element d might have changed. Therefore we consider such
elements as putativ e modi cations.
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As is evident from the high level protocol, step 1 matchesdocumerts in  with their identical courterpart in

asdetermined by .. Whenewer a match is found, the candidate object v in is not addedto the graph
and all relations in  are modi ed to point to the matching databaseobject u on instead of v. Hence,
step 1 preverts adding redundant documerts®

Note that in step 1, v is any documernt, therefore it may be an object or a descriptor. That fact would
imply that non-redundancyappliesto descriptorsaswell, eventhough we only claim to have a non-redundart
object model. In practice, most descriptors are collections of attributes with varying annotation and unique
accessionnumbers pertaining to a single ertity, and are therefore inherertly distinct. For example, one
never obsenes the same identical record appear more than once in the SwissProt database. Likewise,
since SwissProt documerts in Biozon simply mirror the annotation in SwissProt and are only assaiated
with a single protein sequence,one will never obsene two identical SwissProt descriptors in Biozon, and
ead SwissProt descriptor will be related to exactly one protein. However, to reduce redundancy even
more and increase expressieness,we have started implementing a modular approach towards descriptor
represenation that breaksup the information from a single external entit y into multiple descriptors, one for
ead attribute-v alue pair. This approadc is already employed to represen information on domain families,
such asthe data that originates from InterPro. Under that represeration, a descriptor may be assaiated
with multiple objects, and non-redundancy should be addressed.The protocols described above will enforce
non-redundancyin such cases,aslong as an identit y operator is de ned for these descriptors.

Delete( ;)

1. For every documert v 2 v call delete(v; V).

2. For ewery relation e 2 e call delete(e;E).

This high level protocol for delete is very simple. Howewer, it is much more involved at the primitiv e level,
asis explainedin section11.4.

M odif y( ;)

Sincethe key K (d) existsin Biozon, then there existsasubgraph °2 , %= (v%e% suchthat K ( 9 = K (d)
and there is oneto one correspondenceon nodesand edgeswith

1. For every documert v 2 v, denotev®2 v°the corresponding nodein %and let ¢ = class(v) = class(v9
If v . vOthen do nothing.

2. Else call modif y(v®%v;V) and for every relation €° 2 %0 such that €° = (v%w) replace €® with e =
(v;w), i.e. call modif y(e%e;E). Similarly if €= (w;Vv0 then replacee® with e = (w; V).

11.4 The primitiv e functions: maintaining internal consistency

The high level operations Add( ; ), Delete( ;) and Modif y( ;) executesuc that external consistency
between D and D is presened, but do not consider consistencyrelative to the internal represenation
of other databasesD? in caseswhere D and D° overlap. Moreover, these operations might a ect the
consistencyof the graph with respect to derived data. As opposedto the function Add( ; ), the functions
add(v; V) and add(e; E) are the low-level functions that operate directly on the graph elemeris, asdescribed
in this section. The internal consistency then, is provided by the low-level protocols on add, delete, and

16The SQL implementation (see Section 10) of the low level add() operation will report a failure and abort the transaction if
there is an attempt to insert a redundant object. This is implemented using a unique constraint or a de ned check constraint.
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modify to graph primitiv es (hodesand edges). The combination of the the high-level and the low-level
proceduresleadsto enforcing both internal and external consistency

Maintaining external and internal consistency requires considering the relations of eacd documert to
other documerts and verifying that meaningful and valid relations betweendocumerts are not removed. For
example, if the samesequenceas de ned in SwissProtand PIR, there would be a single sequencedocumert
represerting the sequenceand at least two descriptor documerts containing the PIR and SwissProt anno-
tations. Supposein an update, PIR deletesits record. Simply deleting the sequencedocumert would make
the data inconsistert with regard to SwissProt Therefore, a seriesof steps must be enactedto create and
delete the appropriate graph elemers sothat it remains consistert.

However, there are many types of relations in Biozon, and the diverse decisionsassaiated with these
operations preclude a single global strategy. To addressthis problem we de ne a set of decision making
\authorities" asdescribed in the next section. Within this framework, we de ne protocolsfor graph update
operations of add, delete and modi cation. This sectionfocuseson the direct responseof Biozon to updates.
In section 11.5we discussthe e ect of updates on derived data.

Relation authorities

A relation authorit y is any decision-makingentity that guards the existenceof a relation (edge) in the
data graph. An authority is assaiated with a relation e if it hasthe ability to prevent deletion of e. Every
relation e in  must have exactly one authority A assaiated with it, and every authority A must have
at least one edgee assaiated with it. We denote the authority assaiated with a relation e as A.. The
authority A¢ is only concernedwith the documerts v; and v, that are connectedby e, and when invoked
with an argumert v; it returns “accept' or ‘reject’. If A¢(v;) = acceptthen v; can be deleted as far ase is
concerned,without violating internal consistency Otherwise the deletion is denied.

Each authority is designedto protect consistencyin its own limited scope, and has no knowledge of any
graph elemen other than e, vi and v,. Moreover, no authority is aware of the state of other authorities.
By dividing a large problem into a number of small solutions and a governing protocol, the problem of
consistencyof the ertire systemis tractable, asis described in the next subsection.

As an example,we consideragain our represenation of SwissProt an instance of which is shovn in gure
1. In order to maintain internal consistency we create a relation authority on all instancesof the “describes'
relation that are producedfrom SwissProt Each suc relation relatesa descriptor documert to an amino acid
object, and the authority assaiated with that relation hastwo rules that govern its responseto a request
for deletion, namely \deny if the deletion requestis on the amino acid and the SwissProt descriptor still
exists" and \appro ve if the deletion requestis on the descriptor". This way, the object's existenceis always
protected as long asthe descriptor exists.

Graph mo di cation

Now that we have de ned authorities, we presert protocolsfor addition, deletion, and modi cation of graph
elemerts that presene internal and external consistency

Deletion: In our non-redundart graph model where objects are shared by multiple sources,a deletion of
a shared object would violate external consistency and solutions such as foreign key constraints are not
applicable in this graph model. The procedurethat we de ne for deletion is an agreemen protocol that
either allows or disallows the deletion of a given graph part. We de ne two deletion protocols: onefor graph
nodesand the other for graph edges.
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delete(v; V)

Denoteby E, the setof relations that are assaiated with the documert v,i.e. E, = fe2 Eje= (v;u) or e=
(u;v)g.

1. For every relation e 2 E, invoke A¢(v) seekingapproval for the deletion of v.

2. If Ae(v) = reject for somee 2 E, then setmark(v) = 1 to indicate that a deletion attempt was made
onv, but leave v alive.

3. Else, deletev such that V = V nv and invoke delete(e;E) for every relation e2 E,

delete(e;E)

Let v; and v, the two nodesconnectedby e = (v1;V2)
1. Removerelation e such that E = E ne.
2. If mark(vy) = 1 invoke delete(vy; V).
3. If mark(v;) = 1 invoke delete(vy; V).

Note that the two proceduresare coupled and dependert on ead other. It is alsoimportant to note that
mark() is an operation that manipulates the value of the "marked' attribute that is preser in every Biozon
node (one of the basicthree attributes “docID’, “timeline' and "marked' that are inherited by everydocumert
type in Biozon). Therefore, its value may pertain to more than just the current delete operation. Marked
nodes, whose attempted deletion was rejected, might be deleted later on once the relation(s) that is asso-
ciated with a vetoing authority is deleted. Thus, the protocol has built-in garbage collection suc that all
nodesthat have ever had a delete() operation againstthem will eventually be deletedwhenit is safeto do so.

Addition:  The two issuesthat need to be addressedwhen adding an object are non-redundancy and
maintenance of derived data. Non-redundancy is handled by the high-level protocol Add( ; ) described
above, and the latter issueis addressedn the next section. Therefore, the low-level add(v; V) and add(e;E)
simply add the corresponding elemen (node or edge)to .

Mo di cation:  Modi cations to graph elemens in Biozon do not exist per se Becauseof our version-
ing model with time contexts (seesection 11.7) and the shared non-redundart object model, there can not
exist an operation that modi es the value of an attribute of a graph elemen in place. Therefore, the update
operation of v0! v is modeled as a delete on v° and an add on v. Similarly, a redirection of edgesis
implemenrted as a deletion followed by an addition. As sud, the act of modifying a documert or relation
in the databasecarries with it the problems assaiated with both addition and deletion. Supposethat we
have two databasesD and D° and two elemeris d 2 D and d° 2 D? such that Tp (d) \ Tpo(d) 6 ;, i.e.
there exists a documert v; that is commonto both subgraphs. Supposeupdate of D°requiresthat v; ! u;.
Simply replacing v; with u; in  would violate external consistencywith D in that e2 D andd2 (e) but
d2 therefore (e) 6 . To prevert this inconsistencyfrom happening we de ne modif y() in terms of the
low-level add() and delete() protocolsde ned above.

modif y(v%v;V)
1. Invoke delete(v% V)

2. Invoke add(v; V)

37



modif y(e% e;E)
1. Invoke delete(e® E)

2. Invoke add(e;E)

11.5 Eect of updates on deriv ed data

Biozon's goalsinclude managing derived data and computations. Therefore, eac one of the update oper-
ations should be evaluated in the context of this goal. For example, adding new data to the graph needs
to be oered asinput to the relevant processes.While standard techniques for maintaining materialized
views could be employed in most cases the task may be arbitrarily complexin its execution. For example,
computing alignments of newly added proteins and creating subsequen similarit y relations betweenproteins
involvescomparing the added sequencewith the ertire library of existing sequencesand applying the proper
alignment algorithm. Practical limitations dictate that this operation be executeden masseon a cluster of
machines. Therefore, there must exist some mechanism to managethe steps required for calculation and
instantiating of results.

Deletions might also have consequence®n derived data. A particular deletion may a ect the input or
output of a particular computation. As per the de nition of internal consistency any results that were
derived from fully or in part from the deleted data must be removed from the graph if the deletion a ects
the derived results. We have no a priori way of knowing that, howewver, and only knowledge of the nature
of the derivation will give the proper set of actions on the graph to maintain consistency Similar problems
are encourtered during modi cation.

To addresstheseproblemswe de ne a set of logical processesve call graph triggers. In theory, all derived
data is generatedby graph triggers that monitor the input to the processeghat generatethe data and are
responsible for maintaining consistencywith respect to derived data.

Graph triggers

A graph trigger isaprocessthat may createor deleteelemeris on the graph. Each graph trigger T operates
on a subgraph of Biozon, and is de ned over a set S(T) 6 ; of documert classesand relation classes,i.e.
S(T) = fer; 6 ks iyags.t. | 1, wherecs; ¢p; i ¢ aredocumernt classesand ¢+ ;::; ¢ arerelation
classes.The input spaceof T is composedof all graph elemens x such that class(x) 2 S(T). A trigger T is
invoked wheneer there is an addition, deletion, or update on someelemen in its input space. The trigger's
output is a set of add() and/or delete() operations on graph primitiv es. That is to say

T(x;0) = ffy(vy);fa(va); i fr(e)g

where x is a graph element (node or an edge) in the input spaceof T and o is the operation that in-
voked the trigger, i.e. 0 2 fDELETE;INSERT;UPDATEgQ. The output of the trigger it the set
ff1(vi);fa(va);::: f(e)g of nodesand edgesto add or remove, wheref; 2 fdelete(); add(); modif y()g.

Deletion

Upon deletion of one of the elemerts in its input space,the trigger T will evaluate the consequencesf that
deletion to seeif any of the output elemeris have to be deleted. It should be noted that ead trigger T has
an authority At that is assaiated with its derived relations. If a delete() operation is called upon one of the
nodesconnectedby theserelations, the authority At will usethe sameset of rules that de ne the trigger T
and are usedto enforce consistencyof derived data. Howewer, authorities that are assaiated with derived
relations are weaker than other authorities and in almost all casewill not object deletion attempts.
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Addition

If a documert is successfullyaddedto the graph, the next step is to evaluate any consequencegts addition
may have on derived data. The addition of a node v will invoke every trigger T for which v is an instance of
a classin S(T). The subsequeh invoked triggers must then perform whatever graph modi cation operations
are implied by the addition of v accordingto their own de nitions.

It should be noted that all operationson D are consideredatomic and occur in onesingle transaction so
that isviewedin aconsisten state relativeto its constituent databases.With regardsto derived relations,
however, we can a ord to be slightly more loose. Recall the de nition of internal consistencygivenin 11.1.
Derived data is inconsistert if there exist a set of derived relations that cannot be derived from data in .
For derived data then, the only requiremert is that if a graph's modi cation implies that a certain derivation
is now invalid, those graph elemerns must be deleted. Therefore, we insist that triggers react to delete
operations within the sametransaction. However, upon addition, there is no explicit requiremert that the
relevant triggers have to act right away, unlessadding a graph node implies deleting existing derived data.
Hence, triggers may defer in creating relations in responseto graph additions. This is only necessaryin
somecaseswhere the extreme cost of calculating the data outweighsthe negativesof having a temporarily
lessrich data set. In practice, Biozon exploits this for complicated or expensive operations that are best
performed as a batch when there are su cien t computational resourcesavailable, such as calculation of
protein alignments?’.

Mo di cation

There is one fundamertal di erence betweenmaodi cation and other operations. The consequencesf break-
ing a modi cation operation into a separateadd() and delete() is that someunnecessaryoperations might
be activated. Consider the following scenarioon an update v®! v that invokestrigger T. Suppose that
the update operation hasno e ect on the derived relations of T, but the delete and add do. A delete on v°
invokesT to delete somegraph elemens, while an add on v invokesT to add them badk. Somee ort could
be savedif T knew that this was a single update operation. Therefore, the update operation invokesgraph
triggers before it is transformed into separateadd and delete operations on the graph primitiv es.

Examples

The EC mapp er. Biozon currently maps proteins to Enzyme families based on the annotations in the
descriptors that describe them®. Formally, there is a trigger Te c where S(Tec) = f SwissProt descriptors,
PIR descriptors, PDB descriptors, GenPept descriptors, BIND descriptorsg. If x is a new descriptor in the
input spaceof Tgc that describesprotein p then

add(e(EC;p)) ifx) p2EC

Tec (X INSERT) = otherwise

wherex ) p 2 EC indicates that the descriptor x implies that protein p is in enzymefamily EC, and
e(EC;p) is arelation (‘contains’) betweenenzymefamily EC and protein p.

Assume a protein sequencep is described by a descriptor x (say a PIR descriptor) and possibly other
descriptors y1;y2;::: (SwissProt genpept, etc) with x implying that the protein is a member a specic
enzyme family EC. Based on this annotation a relation is formed between the protein and the enzyme

7Tedhnically, since alignments by BLAST take into account the size of the protein library and use statistics therein to
calculate the expectation value, adding a protein or set of proteins may aect every alignment value for existing alignments.
However, this change is negligible and is ignored at the moment.

18\We have also studied other methods to address this problem [Syed and Yona, 2003], however to avoid false relations as
much as possible we currently use only human annotations to derive these mappings.
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family. Assumethat at some later time the document x is deleted (but not the other documerts). The
deletion of this descriptor could causea trigger to delete the derived relation betweenthe protein and the
enzymefamily, if there is no other support for this classi cation. I.e.

delete(e(EC; if :9 y s.t. clas 2 S(T and 2EC
Tec(x: DELE TE) = e(e(EC;p)) Others\/Nise S(y) 2 S(Tec) andy) p

Assumethere is an update to x ! x%then

8

< delete(e(EC;p)) if :9ys.t class(y) 2 S(Tec) andy) p2 EC
Tec(x; UPDATE) = add(e(EC%p)) ifx°) p2EC®

: otherwise

Predicted interactions . As another illustrativ e example, consider predicted protein-protein interactions.
The predicted interactions are generatedby analyzing experimental interaction data and similarity data. A
predicted interaction betweentwo proteins P3 and P4 implies the addition of an interaction object | ° and
relations between | © and the two interacting proteins P3z and P4. Each predicted relation and interaction
object depends on both an existing interaction object | and its relations to its constituent proteins P;
and P, and on similarity relationships between proteins, as is depicted in Figure 14. Changesto any of
the relevant graph elemens must be ewaluated to determine if the derived subgraph is still valid. The
trigger, then, is invoked wheneer there is an operation on interactions, interaction relations, proteins, and
similarity relations. Thereare4 3= 12possibleevents (4 classef graph elemens and 3 possibleprimitiv e
operations), and for the sake of brevity we skip the exact formal description. The trigger output consistsof
commandsthat materialize the derived data onto the graph.

As discussed,the derived relation must be assaiated with the Trigger's authority in order to complete
the framework that enforcesinternal consistency In this case,the authority would be very simple: they
only produce accept output, allowing deletion of either the predicted interaction or interacting protein. If
the interacting protein is indeed deleted, the authority will allow deletion, and the trigger will destroy the
rest of the predicted interaction.

o

Trigger /_\\ @

Figure 14: A graph trigger.

11.6 Consequences of updates with asynchronous sources

The enforcemen of internal consistency(section 11.1) has someinteresting e ects on the graph structure
aseverts in the constituent databasesunfold, particularly in the caseof a M odif y() operation. One of the
biggest issuesthat can arrive from modifying a databaseobject is a temporary loss of connectivity in the
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graph. This phenomenonis obsened when an update attempt is made on an object that is an elemen of
multiple external databases.

Figure 15 illustrates this situation of connectivity loss. Here we have two objects (Protein and Enzyme
family) and three descriptors1, 2, and 3. The solid linesrepresen relations that exist betweenthe documerts,
and the dotted line represents the provenanceof a derived relation (i.e. the derived relation between the
protein and EC family was due to annotation in descriptor 3). In the rst frame of the illustration, the
documerts form a cluster around the certral protein. In other words, Descl, Des@, and Desc3 all come
from di erent sourcedatabases,and all three descriptors describe the sameprotein object.

\ DObject B \/
®
JE——
. ey
o (=) [ S

Figure 15: splitting  of a documen t cluster due to propagation delay of up date .

In frame 2 of gure 15, we seethat seethat descriptor 2 and the protein have changed. This could
represen a situation where Des@ and the protein are instantiated from a single same elemen d from
database D with (d) = (fDes;Proteing;f(Des;Protein)g). Suppose an update to D dictates that
Des2 ! Des2 and Protein !  Protein. We usethe notation Protein and Desc2 to represen the
new, updated versionsof ead of these documerts?®.

Now supposethat Descl is a descriptor from a database,say PDB, and Desc3 is yet another, say from
Gerbank. Let's also supposenone of the databasesreleasetheir updates simultaneously. Frame 2 of gure
15re ects the graph after only oneupdate. As the proceduresenforcing internal-internal consistencywould
dictate, a new object Protein has beenaddedto the databaserepresering the updated object, yet the
old protein still exists to satisfy integrity constraints, asit is still live accordingto the other databases.In
frame 3, we have an update of Descl. PDB hasjust releasedtheir update, and they too have discoveredthe
sameerror as SwissProt and have made the samecorrection. Desc3 still points to the \old" protein, but at
least things are still consisten.

In frame 4, Des@ has beenupdated to re ect the changeto the protein published in an update of its
original source. Here, we seethe cluster of documerts has re-formed bad into one after a brief stint astwo
clusters. In reality, though, this convergencemight never happen. For instance, two databasesmight diverge
in their de nition of an object that they once held in common. This e ect is exacerbatedin situations
where the object is determined by an error-prone process;Furthermore, there might be situations where
two descriptors functionally describe the samething, but the actual makeup of the objects they describe
dier slightly or in a trivial way. The technically correct and consistert represenation in the databaseis
as two distinct objects that unfortunately serve to mitigate strong connectivity. This problem is remedied
somewhatby creating a relation betweenboth versionsof the object indicating that they were indeed once
the sameobject. This relation would indicate to the databaseuserthat possibly relevant information can
be gathered by following the “was once the samething' relation, but indeed placesthe burden of choice on

19For example, suppose Descriptor 2 and its protein originated from a SwissProt document and the sequenceis discovered to
be in error, so some minor changes are published in the newest release.
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the userwhether or not to follow that relation. Currently, there is no clear general strategy one can take to
resolve these, as eacth caseis unique and requires human intervertion.

11.7 Time context

In the discussionsof database modi cations so far, we have usedthe term “delete'in the traditional sense,
framed in the preser time context. To retain the ability to visit the graph at arbitrary times in the past,
Biozon adopts an append-only model where data is never really deleted. Instead, we de ne the time cortext
in which the graph elemen exists on the graph.

We de ne atime line as someopen or closedinterval on the time continuum. Each time line interval
begins at a distinct time or in nit y and ends at with a distinct time or innit y. A time context will be
de ned asa point on the time cortinuum. A databaseelemert is consideredto exist in a giventime context
if and only if the point in time represering that time context falls betweenthe start and end point of the
time line assaiated with it. On suc a global time scalea delete operation meansplacing an endpoint on
the elemert's existence.

Time stamps enable usersto accessa snapshotof the data asit existed at an arbitrary time context.
This is especially important if onewould like to reproduce results that were obtained by others sometimein
the past. This is a typical problem that usersare facing today when using publicly available databases,and
often it is impossibleto accessand verify analysis results that were obtained from subsequetly deleted or
modi ed records. Our model addressesghis, sinceit allows usersto changethe relevant time from presen
time to an arbitrary point in the past.

11.8 Implemen tation

For eath databaseD we create a unique transformation function Tp that mapsthe elemens of D onto the
Biozon data graph . This function is applied to eat elemert d 2 D individually, to generatea subgraph
(d) . The union of all thesesubgraphsresultsin D = ;5 (d)

The transformation function Tp is instantiated as a wrapper that parsesthe data from the sourceand
returns a setof les that together makeup D and are suitable for loading into a relational database. While
our current methods are more than adequatefor now, we considerusing a more uni ed approac basedon
formal speci cation language(in a similar vein to BRIITY) in future versions.

In the data loading and update process,D is rst loadedinto a seriesof temporary pre-loading tables.
From there, a stored procedureis executedthat actually synchronizesD with . As such, the responsibilities
of this loaderare the high-level update proceduresincluding identifying modi ed documerts, assigningdoclDs
to newelemeris of D , expressingrelationsin D in terms concretedocIDs, and executingthe required SQL
commandsthat insert or update eat graph elemern (which are then handled by low-level update protocols).
We create a set of support functions for ead data type that perform an equality ched for the purposesof
eliminating redundancy as well as identifying ertries that are modi cations to existing entries. These are
modular, and are dynamically loaded as needed. This loader, then, implemerts the high level addition and
modi cation protocols discussedin section 11.3.

We implemernt the low-level modify and delete operations as described in section 11.4 via triggers which
re on the SQL INSERT, UPDATE, and DELETE commands. Each trigger is red after the relevant
operation on one of the members of its input space(relations or documerts). It contains somefunction that
analyzesthe operation and the operandsand executesthe required SQL commandsin order to executethat
action. Graph triggers may interact with elemens outside the DMBS, such as launch external processesor
write data les used for computations elsewhere,the results of which are introduced into the database at
somelater point.

As an illustrativ e example, consider our implementation of the delete protocol. The low-level delete
protocol is handled by a SQL trigger that is red BEFORBELETEThis trigger queriesall the required
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authorities that are assaiated with the relations that are connectedto the deleted node. If the deletion
is OK, then the SQL trigger allows the deletion processto proceedand changesthe timeline timestamp of
the node?®. All graph triggers (section 11.5) are implemented as SQL trigger placed on the delete operation
which is performed AFTERDELETEKi.e. the node was successfullyremoved). To implement our protocol of
relation deletion in section 11.4 we assa@iate a SQL trigger with ead relation. The trigger is red once
the relation is deleted and invokesa DELETBperation on eact of the two nodesthat are connectedby that
relation, if the node was previously marked for deletion.

12 Related studies

Integration of biological databaseshas been an ongoing researt problem that has seenseweral practical
approadesin recen years. This sectionexaminesthe issuesassaiated with integration and surveyscurrently
existing technologies, highlighting which of our stated goals have been addressedby current researd and
providing a context for the scope and aims of the Biozon e ort.

13 General strategies

Prior researd by Davidson [Davidson et al., 1995, Spacccapietra[Spaccapietraet al., 1993 and others has
identied many of the problems inherent in integrating data from heterogeneoussourcesinto a common
schema, and se\eral approacheshave beenproposed. [Spaccapietraet al., 1997 describe data integration in
terms of a two step processof (1) schema investigation and (2) subsequeh integration. The investigation
step involves examining the input schemasand de ning inter-schema correspondences.It doesnot address
this step except to mertion that this is typically a manual task. Integration is the task of building a
uni ed schemaand then subsequetly mapping individual schemasonto it. Davidson goesa step further and
describesintegration in terms of v e necessarysteps: (1) Data model transformation, (2) Semariic schema
matching, (3) Schemaintegration, (4) Data transformation and (5) Semaric data matching.

To the best of our knowledge, there are no fully automated methods for arbitrary data model trans-
formation and semartic schema matching. Di erent methods di er in the extent integration performed, in
dealing with di erent typesof conicts encourtered when implemerting data integration. They also di er
in the methods usedto implemert integration and the degreesof freedomin the design,including the degree
of federation and the choice of warehoused,instantiated data vs views on distributed, independen sources.
A detailed discussionof this topic is beyond the scope of this paper and the interested reader is referred to
[Davidson et al., 1995.

Current methods for integrating life sciencedata di er greatly in their aims and scope. As was noted
in [Hernandezand Kambhampati, 2004, solutions in this area can be given a high level classi cation into
three main categories: portal, mediator, and warehouse.

\P ortal" oriented systemsare mainly navigational. These systems perform fast, indexed keyword
searthiesover a at setbut do not actually integrate the data itself. Relationships betweendata items

in thesetend to belink driven. Examplesof such systemsare SRS[Etzold and Argos, 1993 and Entrez
[Schuler et al., 1994.

\Mediator" oriented systemsusea mediated schemaand/or wrappersto distribute queriesamongstdif-

ferernt sources,ntegrating the information in amediated middle layer. Examplesare K2 [Davidson et al., 2001,
Kleisli [Chen et al., 2003, TAMBIS [Baker et al., 1994, DiscoveryLink [Haaset al., 200, BACIIS

20This is implemented as a two-step C procedure below the SQL delete command, where a 'new' document that represents
the 'deleted' form of the document in the proper time context is created rst and the old document is then deleted the standard
way. This is done to enable after-delete SQL triggers to successfully re and have the desired e ect, in compliance with our
consistency proto cols.
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[Ben-Miled et al., 2003, KIND[Gupta et al., 2000, BioMediator [Mork et al., 2001, BioMoby [Wilkinson and Links, 2(
and Garlic[Haas et al., 2007J. These systemsprovide a qualied mediated schemaonto which sources

are mapped, or a single interface or languagefor accesssuch as OPM, CPL, or sSQL.

\W arehouse" oriented systems integrate data into a locally warehousedernvironment. This is the

category that Biozon belongsto, and includes e orts such as GUS [Davidson et al., 2001 and its
derivatives, suc as AllGenes, PlasmoDB, and EPConDB.

The choice of appropriate technology is determined by the goals that are set forth in its design. Since
Portal approachesdo not addressthe problem of data integration we direct the rest of the discussionon the
Mediated and Warehousecategories.

13.1 Mediated solutions
13.1.1 Mediated layer

Projects focusing on an integrating mediator layer between the user and heterogeneousdata sourceshave
resulted in useful systems. For example, Kleisli [Chen et al., 2003 and DiscoveryLink [Haaset al., 2007 are
e orts that attack the integration problem by providing a consistent interface or languagethat is able to
expressoperations on data from heterogeneousources.Both provide a languageto the user, sSQL (formerly
CPL) in the caseof Kleisli and standard SQL in the caseof DiscoveryLink.

As is typical of most mediated solutions, both Kleisli and DiscoveryLink have source-sgci ¢ wrappers
that provide any necessaryaccessor transformation protocols necessaryfor creating the interface between
the mediating layer and the individual source. Perhapsthe most apparert di erence betweenthe two is
their choice of data model. DiscoveryLink presens a pure relational model to the user,and assud di erent
sourcesare viewed as a number of relations, ead with its own specic set of attributes. Standard SQL
operations such as selectsor joins may be performed on the data in the various sources. Kleisli, on the
other hand, provides a model that goesbeyond the at relational model in that it allows for bulk typesthat
may comprise of sets, bags, and lists [Chen et al., 2003. Both systemsrequire a detailed knowledge of the
structure of the constituent sourcesin order to use, and neither in and of itself integrates the data into a
single,uni ed schema. Indeed, DiscoveryLink with its emphasison an SQL interfaceis oriented more toward
the programmer than the biologist [Haas et al., 2007, and the samecan perhaps be said of Kleisli, though
its extendedrelational model that usesbulk typesmay possibly make its use more accessible.

As both DiscoveryLink and Kleisli provide rather “low level' accesso the constituent data, the goals of
complex query and extensibility seemto be met rather well by either solution??. In the strictest senseof
the word, goalsof integrating locally-derived results and materializing data may be achieved by creating the
appropriate wrappersto include accesgo locally warehouseddata. Indeed, DiscoveryLink and Kleisli are only
middle layersand are agnostic of the actual nature of the data they access.Neither solution, however, would
inherertly addressmaintaining the warehousedand derived data. Kleisli does provide somefeatures that
makeit possibleto materialize data into an available data store such asan Oracle database[Chen et al., 2003,
as well as limited abilities for updating that data. Howewer, the sophisticated manipulations required for
maintaining derived data do not exist in its current implementation.

TAMBIS is another mediator-basedsolution, but di ers signi cantly from the DiscoveryLink and Kleisli
e orts in that it provides a high-level interface oriented toward biologists and preseris the userwith a more
uni ed view of the constituent data. In particular, TAMBIS mapsits sourcesto a global ontology that is

21Ccomplex queries in Biozon adopt a specic meaning as queries that span the relationships between di eren t data types. In
that sense,our adoption of a non-redundant object centric model will greatly a ect how complex searches are achieved, and the
quality and scope of the subsequert results. In that context, neither DiscoveryLink nor Kleisli are completely capable of the
types of complex searches presernt in Biozon. Lik ewise, since Biozon is not proposing a general purp ose query language, there
exist queries in DiscoveryLink and Kleisli that are not readily executed in Biozon without knowledge of SQL and Biozon's own
internal schema representation.
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used for formulating queries, and as such meetsthe goal of allowing accessto a unied view of the data
without speci ¢ knowledgeon the individual sourceschemas. This global ontology, however, is not a uni ed
schema. It is mapping of the ontologiesin TAMBIS to the underlying schemasof its sources. This ontology-
basedinterface does, however, lend itself rather well to formulating complex queriesthat can spandi erent
domains of data that t into the underlying ontology.

13.1.2 Mediated schema

Another type of mediated solution is the oneimplemented in systemssuc asBioMediator [Mork et al., 2001,
or Object Protocol Model [Topaloglou et al., 1999. These systemsuse mediated schema on to which inde-
penden external databasesare mapped.

BioMediator [Mork et al., 200]] addresseshe problems of data integration and seard by employing a
minimal mediated schema. This mediated schema is represered as a graph or network whereby edges
betweendata elemens are instantiated as explicit cross-referencedy accessiomumber, symbol, etc. From
this resulting graph, it is possibleto determine what sorts of cross-datatype queriesare possibleto execute
and the sorts of joins that may be done on these cross-references.All actual data residesin independert
published databasesthemselves, so executing a query invokesa processthat formulates a set of queriesto
sendo to ead online databaseand later re-assenble the results into a singleresult set. The actual degreeof
integration achieved in Biomediator is limited assemartic schema matching is addressedonly to the extent
required to do joins acrossthe relevant source datasets. Therefore, their unied sdema is intentionally
minimal asit is only usedin determining plans for query execution. It servesthis purposerather well, and
is by designimmune from the conicts that occur with full integration.

Markowitz [Topaloglouet al., 1999 takes a di erent approach to integration by adopting the Object
Proto col Model for represering the structure of the sources.Each sourcehasits own represenation in the
OPM model, and queriesare madewith respect to this model in the OPM-MQL language. Meta-data about
these models and the correspondencesbetweenthem are stored in a certral mediator, although there is no
global mediated schemaper se. Data transformation is provided by a set of OPM databasesenersfor each
source.

Formal approadchestoward mediated schemadesignwereproposedfor exampleby Harder et al. [Harder et al., 1999
who presert BRIITY, a view de nition languagedesignedto map heterogeneousschema onto a common
uni ed model sudh as EXPRESS using rules speci ed in the language. However, nearly all examples of
existing data integration solutions do not employ any formal view de nition languagesuch as BRIITY as
part of their implementation of integration.

13.1.3 Drawbacks of mediated solutions

While mediated solutions are the most common type as of today, they have certain disadvantages. First,
there is no guarantee of consistencybetweenindependert sourcesand their referencesto one another. Ef-
forts using resourcessuc as BioMoby[Wilkinson and Links, 2003, LSID[Object Managemen Group, 2004
OPM [Chen and Markowitz, 1995, and RDF[Swick and W3C, 199§ to standardize the identi cation and
represenation of data have made great strides in making distributed query solutions possible,but have not
solved the problems of consistencyor performanceand have not yet beenadopted as a common infrastruc-
ture. Indeed, aslong asthere exist multiple sourcesfor data, there will always be knowledgeinconsistencies
where two sourcesmay not agreeon onefact. Mediated solutions are particularly vulnerable to \dead links"
or incorrect links due to versioning inconsistencies.This is analogousto internal consistencyas described in
section 11.1. Unfortunately, there are no obvious solutions to resolve thesein a mediated model.
Furthermore, methodsthat rely onintegrating data from the results of queriesto independert data sources
are bound by obvious performanceconstraints. Speci cally, with all mediated solutions, e ciency , speed,and
availabilit y are all major issues,and are indeed of the largest drawbadks to the mediated model where such
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performancecriteria are signi cant. Seweral mediator solutions provide a degreeof rule-basedor cost-based
optimization [Haaset al., 200]. Howewver, these solutions are still met with practical complications. These
inherent scalability issueslimit the kinds of operations that can be run within realistic time constraints.
Large joins in particular are almost always guaranteed to be slow in non-warehousedernvironments, and
unfortunately theseare usually important when executing complex queriesover large result sets. The ability
to seard data using complex queries,which is one of Biozon's most prominent goals,is most practically met
in warehouseswhere much more cortrol is allowed over optimization.

13.2 Warehouse solutions

Beyond the ability to optimize complex queries, warehousing provides signi cant bene ts that contribute
also to the realization of other goals as discussedin this paper. Howewer, there are far fewer warehoused
integration systemsin existencethan there are mediated systems.

Locally instantiated warehousesare essetially materialized views over their sources,and consequetly
must have in place a system for maintaining these views. Maintenance of views under such conditions has
beenaddressedin works such as [Zhuge et al., 1999 which proposesan appropriate maintenance algorithm
and [Engstrom et al., 2003 which discussegnaintenance policies. While these methods can be employed to
enforce the local warehouseconsistencywith regard to their external sources,they do not addresslogical
consistencyerrors between sourceswhere they referenceone another. Many databasesin the life sciences
describe overlapping sets of objects and relationships between objects that may be de ned and maintained
by other independent ertities. These independert sourceshave little or no coordination in their update
schedulesor policies. As a result, one obsenesdeadlinks' where one databasemay refer to another that
has been deleted or substartially changedin an update. This issue becomesapparent in semaric data
matching, and is especially a problem when integrating data into a model where objects are interrelated
and non-redundart. Object identity must be unambiguous, and the existenceof any object referredto by a
particular sourcemust be guaranteed.

GUS [Davidson et al., 2007 is an exampleof a warehousedplatform upon which projects such asAllGenes
are built. Underneath, the data is represerted as a normalized relational model. The data in its constituent
sourcesare mapped to a relational schemaand stored within GUS. GUS o ers a perl-basedobject layer that
is able to provide a layer of abstraction to the underlying relational schemata. While not exactly hiding
the details of the schemarepreseration of the underlying databases,it doesperhapsmake the systemmore
accessibleto the user. GUS performs view maintenance techniquesin order to synchronize the warehouse
cortents with its constituent sources,and in addition maintains visioning data on all subsequeh changes,
and in that senseis quite advanced. However, the goal of maintenance of derived data is not currently
addressed.

Moreover, while GUS does provide a single uni ed global schema comprising of its constituent sources,
their translations onto GUS are mostly orthogonal. In other words, sourcesare incorporated into the
GUS sdema, but the degree of integration between the sourcesmay be consideredloose as de ned in
[Davidson et al., 1995. This design choice has implications on seardies and navigation and precludesthe
many bene ts of integrated schema as discussedin this paper.

While eat approach has its own advantages none of the current e orts in the eld are completely ef-
fective in achieving all goalswe set forth for the Biozon project, as described in section 1. To the best of
our knowledge, no current integration solution implements integration to its full extent such that the over-
lapping nature of the data is addressed. Indeed, most existing solutions achieve \horizontal integration”,
which treats data sourcesas mostly complimentary, and ignoresissuesthat are assaiated with data aggre-
gation [Hernandezand Kambhampati, 2004. One exception is Havasu that consideredaspects of vertical
integration in their design. Their e ort, however, is oriented more toward query optimization in mediated
systemsrather than aggregating data. Indeed, their researt focuseson gathering coverage statistics so
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asto eliminate queriesto irrelevant or lessuseful sourcesfor a given part of query execution. Biozon, on
the other hand, was designedfrom the start for \v ertical integration" which acknowledgesthe overlapping
nature of data, and aggregatesthe data in one form or another. Adopting a non-redundart object-certric
model is useful and has seeral distinct advantages, as discussedin section 3, and it is one major areathat

distinguishes Biozon from other current e orts.
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